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1. Introduction 
 
“They must know that the ultimate aim of their performance is the expression of their 

own feelings. 

 

They must also realize that although they perform on a stage and ostensibly 

for a public, they play—in the last analysis—for themselves, with the public there to 

witness their act of self-expression and to derive enjoyment from thus 'overhearing' 

them.” (Laszlo, 1967, p. 264) 

 

 This project regards the development of an Expressive Music Performance 

System that is able to add expression and perceived emotion to a “strictly quantized 

piece of music.” (Rowe, 2001, p. 264) 

 

1.1 What is Musical Expression? 
 

It can be suggested that as a natural instinct, humans use sound as a form of 

personal expression. “Expressiveness is the capacity to convey an emotion, a 

sentiment, a message, and many other things,”(Arfib, Couturier & Kessous, 2005, p. 

125) and whether it be through the use of speech and language to share one’s inner 

thoughts and feelings, or an uncontainable cry or cheer to demonstrate pain or elation, 

it is undeniable that sound is a vital tool for expressing emotion. One of the most 

powerful means of expression through sound is the composition and performance of 

music. If we take a broad definition of music as being “the use of vocal or 

instrumental sounds (or both) combined in such a way as to produce beauty of form, 

harmony, and expression of emotion,” (Oxford Dictionaries, 2010) it is possible to 

determine that “The primary impulse of music seems to belong to mankind as a 

whole, with all races using song, dance and instrument as a means of expression.” 

(Pratt, 1927, p.25)  

 In modern Western society, music can indeed be seen as a form of personal 

expression, with the instruments we have interacted with and become accustomed to 

acting as the tools for said expression. When someone is playing a musical 

instrument, “expressiveness can be associated with physical gestures, choreographic 
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aspects, or the sounds resulting from physical gestures.” (Arfib, Couturier & Kessous, 

2005, p.125)  These gestures, combined with the style and characteristics of the music 

being played ultimately comprise the emotive signals that an audience perceive. For 

example, a death metal guitarist violently thrashing at an electric guitar could be 

interpreted as an expression of intense anger or frustration, whilst a classical flutist 

delicately producing a gentle melody could be interpreted as an expression of beauty 

or tranquillity.  

 Although emotional expression can be regarded exclusively as a human 

characteristic, perhaps we can consider whether a discrete set of rules can be 

modelled based on the features of an expressive performance, and whether a computer 

program could be designed to apply these rules to “a piece of music played exactly as 

notated that would sound utterly mechanical and lifeless.” (Widmer, 2001, p. 2) 

Herein lies the main aim of this project, to produce a program that is able to add 

musical expression to a pre-determined song or melody, in order to evoke a greater 

sense of emotion and realism. 

 

 

 

 

 

 

 

 
 

 

 

 

  
              Figures 1 and 2: Examples of how physical gestures can be used to convey expression and emotion 
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1.2 Motivations 
!

! My motivations for undertaking this project originate from my own personal 

interest in both the principals of music performance, and the rapidly growing field of 

information technology. “Performing music at a professional level is probably the 

most demanding of human accomplishments,” (Altenmüller & Schneider, 2009, p. 

332) and it is largely due to the performer’s capacity to express emotion in a piece of 

music that classifies him/her as a professional. In order to portray emotion, it has been 

proven that musicians adhere to a set of unwritten “context dependent rules” (KTH 

Royal Institute of Technology, 2012) that involve making small changes to factors 

such as “tempo, amplitude and pitch while playing.” (Askenfelt, Fryden & Sundberg, 

1983, p. 38) By modelling these rules using a computer, it could perhaps be suggested 

that a machine could simulate a performance of a professional standard, given to the 

fact that both parties would then be able to process the same data, yet the computer 

would be able to process it faster. (Dube, 2009) 

This leads to an interesting discussion as to whether computers could be used 

to replace human performers in a live environment, an event that could lead to new 

and interesting developments in both music and technology. Daniel Putman believes 

that “an aesthetically pleasing performance is one in which the performer expresses 

his or her feelings about a piece of music well, and in which the emotions are shared 

by the audience.” (Putman, 1990, p. 361) However, what would occur if this 

connection was challenged, and systems capable of expressive performance were used 

in conjunction with, or as a replacement to their human counterparts? Could a 

performance that contravenes Putman’s statement be considered a good performance, 

and could this provide a particular atmosphere for a live performance, with the 

common conception of computer systems being cold and emotionless accompanying 

an appropriate style of music? 
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Figure 3: An example of a live performance from Electronic band Kratwerk, who would commonly substitute 
themselves with robots during performances: “Late in the show, for the first encore, robots replace the musicians; 
you can spot the change easily – the robots are considerably more animated than the originals.”(Ralf Hütter and 
Florian Schneider of Kraftwerk in (Albiez & Pattie, 2011) It can be suggested that this emotionless representation 
of electronic music can be used to evoke certain structural and aural attributes, such as the fact that expressive 
timing and dynamics are often suppressed. 
 
 

1.3 Intended Users  
  

 Although it could be suggested that the functionality of such a program would 

appeal to anyone who has an appreciation of music, the intended users who this 

project has been designed for are musicians, a target group who through their own 

experience will be able to judge the accuracy and proficiency of its output. This rather 

broad group could be split into further sub-groups, such as: 

 

• Those who will be entertained by the novelty of seeing a computer act like an 

emotional human performer 

• Those who would use the system as a teaching aid as a reference to expressive 

performance techniques 

• Those who would like to create their own interpretation of an expressive 

performance 

 

Because of this, functionality has been included that should satisfy primary users, 

as well as making the program accessible to those who may be unfamiliar with the 

concept of expressive performance.  
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1.4 Structure of Report 
 

 
 The following report explores the requirements of a system capable of 

producing an expressive performance in order to fulfil the demands of the different 

demographics of its potential users. It examines previous research projects that have 

already achieved this feat, and their successes and failures in certain areas of their 

functionality. It then examines the design and implementation of the system, 

exploring the methods it utilizes in accepting input, processing this input, and 

producing a pertinent output, and explains how this functionality allows it to satisfy 

its goals. 

 The output of the system is then evaluated, with tests regarding its primary 

goal of producing an expressive performance being carried out, and the results of 

these tests being presented and discussed. Finally, a conclusion detailing the findings 

of the project is detailed, summarising whether the system was successful in 

accomplishing its goals, and satisfying the needs of its users. 
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2. Professional Considerations 
 

 Before the commencement of any project, certain professional considerations 

must be taken into account in order to ensure the project’s competence and validity. 

One issue that I have taken into consideration is that of copyright, as the program uses 

MIDI files created by, and featuring music composed by other people in order to 

develop and test its functionality. In order to comply with the British Computer 

Society’s (BCS) code of practice, which states that you must “ensure that you are up 

to date with the substance and content of the legal and regulatory frameworks 

(including copyright geographical and industrial) that apply to your work,” (The 

British Computer Society, 2004) I have only used MIDI files that adhere to copyright 

law. By retrieving MIDI files from the website KernScores, (http://kern.ccarh.org/) 

which offers materials that uphold these laws, I have ensured that this professional 

consideration is maintained. 

 Other considerations that I have taken into account denoted by the BCS’s 

codes of conduct and practice are as follows. Section 2b of the code of conduct states 

“you shall not claim any level of competence that you do not possess.”(The British 

Computer Society, 2011) Because of this, I have not openly plagiarized any other 

person’s work, and when using other people’s research to aid my project, I have 

ensured that this research is properly referenced, and all due credit has been given to 

the authors. Section 3a of the code of conduct states that “you shall carry out your 

professional responsibilities with due care and diligence in accordance with the 

Relevant Authority’s requirements whilst exercising your professional judgment at all 

times.” (The British Computer Society, 2011) In order to appease this, I have 

executed the implementation of my project in accordance with the University of 

Sussex’s, and my project supervisor’s requirements, ensuring that the tasks required 

are performed to the best of my ability. Section 2 of the code of practice states that 

“you shall manage your workload efficiently, and ensure that you have the necessary 

resources to complete assignments within agreed time scales.” (The British Computer 

Society, 2011) Because of this, I have guaranteed that targets set for me have been 

completed on time, and I have not attempted any extension tasks that I have not had 

the resources to complete. 
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3. Requirement Analysis 
 

3.1 How is Musical Expression Produced? 
  

 As the target audience of this project is musicians, a group of people who are 

supposedly fluent in music, “the universal language of the emotions,” (Alperson, 

1987, p. 3) its main goal of converting a rigid piece of music into an emotional, 

expressive work must be highly convincing. In order to accurately model this 

expression using a computer, the ways in which musical expression is exhibited by 

human performers using traditional acoustical instruments must first be analyzed. “If 

music is performed exactly as written, a dull, machine-like performance results. When 

performing music, musicians deviate slightly but significantly from what is nominally 

written in the score”!(KTH Royal Institute of Technology, 2012) by subtly altering the 

attributes of the sound they are producing. Some of the first research carried out into 

how alterations in these attributes constitute musical expression, was performed by 

Carl Emil Seashore, a key researcher into the “psychology of music” and the 

“measuring of musical talents” (Metfessel, 1950, p.714) 

 Seashore believes that “All musical expression of emotion is conveyed in 

terms of pitch, intensity, duration and extensity, which are the four elemental 

attributes of all sound.”(Seashore, 1923, p. 323) If this theory is related to an example 

instrument (such as the piano), it can be determined that the key played will affect the 

pitch of the sound produced, how hard the key is pressed will affect the intensity of 

the sound, the amount of time the key is held down for will affect the extensity of the 

sound, and the timings between consecutive key presses affects the duration of the 

sound produced (see figure 4). 
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Figure 4: An example of how expression is produced on a piano 

 

Although Seashore’s model is appropriate for the piano, it does not take into 

account instruments that allow the user to directly manipulate timbre. Timbre is “an 

integral means of musical expression, measured via the acoustical properties of a 

sound.” (Chudy, 2011) For example, violin players are able to “alter dynamic 

characteristics of the sound they produce” (Nave, 2012) by “moving the finger 

pressing on a string slightly forwards and backwards.” (The Violin Site, 2012) Carl 

Flesch states that the individuality of a person’s tone quality is primarily defined by 

his or her [use of] vibrato,”(Flesch, 2000 p. 20) emphasising how instruments that 

allow the player to manipulate timbre are proficient in creating musical expression. 

Timbre, as well as the four parameters mentioned earlier can be grouped 

together to form familiar musical elements such as “rhythm or tempo, which is a 

combination of intensity and duration effects in sound patterns and dynamics which is 

a combination of intensity and extensity. 

 Ultimately, all musical elements can be composed of these attributes, and it is 

“the deliberate shaping by performers of parameters like timing, [timbre], dynamics, 

articulation, etc.”(Goebl & Widmer, 2004, p. 203) that comprises expression in a 

performance, a feature that sees performers deviate from a rigidly quantized score. 
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The ways in which these parameters can be shaped “depends on the expressive 

mechanical and acoustical possibilities offered by the instrument being 

played,”(Bresin & Friberg, 2000, p. 44) indicating that every musical instrument has a 

different means of producing expression.  

 When a piece of music is played, “the expressive changes that accompany 

changes in performance are based on structural properties of the music, and can be 

characterized as the transformation of latent expressive possibilities into manifest 

expressive features in accordance with the dictates of tempo and musical 

structure.”(Rowe, 2001, p. 264) This means that the specific structure and 

characteristics of a musical score affect the way that it is interpreted and played. For 

example, Eric Clarke suggests principals such as “(1) the stronger the metric position 

occupied by a note, the more likely it is to be held longer, (2) the note before a 

structurally prominent note is often lengthened, and (3) notes that complete musical 

groups are also lengthened.”(Clarke, 1985, p. 214) These principals can be defined as 

“performance rules,” “the purpose of which being to convert a written score, to a 

musically-acceptable performance that could be defined as expressive.”(Friberg, 

1991, p. 56) 

 In addition to this, the emotional intentions of a piece of music also have an 

effect on the nature of a performer’s expression, as well as the music’s structure and 

tempo. “Understanding musical expression, calls for processes by which the listener 

experiences sound patterns as feelings and emotions,”(Large et al., 2002, p. 627) and 

it is because of this that using emotion to fuel an expressive performance is important. 

If primitive assumptions are applied to this proposal such as the belief that “in music, 

major mode is associated with happy, and minor mode is associated with 

sad,”(Livingstone et al., 2010, p. 43) new context can be added to the outcome of an 

expressive performance, in that a performer will use expressive gestures to attempt to 

portray the emotions affiliated with a musical score.  
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3.2 Existing Systems that Model Expressive Performance 
 

There has been much research into the field of contriving expressive 

performance using computational methods, with numerous systems convincingly 

modeling the response required. 

 

3.2.1 Director Musices 

 

  “One of the most highly developed expressive performance systems, [the 

basic structure of which is used as a template for this project] has been implemented 

over a period of years by Johan Sundberg and his colleagues at the Swedish Royal 

Institute of Technology (KTH).” (Rowe, 2001, p. 265) The program named Director 

Musices “transforms notated scores into musical performances by implementing 

performance rules emerging from research projects at the KTH.” (Bresin, Friberg & 

Sundberg, 2002, p. 43)  

“The rules [applied to the score] refer to a limited class of musical situations 

and theoretical concepts (simple duration ratios between successive notes, ascending 

lines, melodic leaps, melodic and harmonic charge, phrase structure, etc.). Most of the 

rules operate at a rather low level, looking only at very local contexts and affecting 

individual notes, but there are also rules that refer to entire phrases.” (Goebel & 

Widmer, 2004, p. 205)  These rules have been developed using a “Synthesis-by-Rule” 

method, which makes the assumption that “there exists a series of rules for performers 

that state how a string of notes normally should be converted into a sequence of 

sounds. If a player violates one or more of these rules, they run the risk of being 

classified as a poor musician.” (Askenfelt, Fryden & Sundberg, 1983, p.37) the 

process involves “a professional musician directly evaluating any tentative rule 

brought forward by the researcher” (Goebel & Widmer, 2004, p. 205) in order to 

classify its accuracy and effectiveness. 
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Figure 5 The Director Musices looks at a musical score, applies rules to both individual notes and groups of notes (the 

intensity of which is governed by a rule’s k factor) pertaining to elements such as pitch and duration, and produces a 

more expressive performance as an output. 

 

The rules themselves “introduce modifications of amplitude, duration, vibrato 

and timbre, and are dependent on and thus reflect musical structure as defined by the 

score.”(Bresin & Friberg, 2000, p.45) Within the system, they are placed into 

different categories, each category describing what aspect of the sound is changed (for 

example pitch and duration). By changing variables associated with a note or group of 

notes, such as amplitude or the length of the interval between consecutive notes in 

accordance with a certain rule, an expressive performance is output. The following 

table exhibits some examples of the Director Musices rules, including the features of 

the music it affects, and a brief description of the rule itself: 
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Figure 6: An example of the performance rules the Director Musices employs, and a description of what they do. 

Many of the principles of these rules have been implemented within this project. 

 

In practical terms “each rule is applied independently over the entire 

performance before the next one is considered, eliminating the system as designed 

from real-time application.” An example of the Duration-contrast rule which 
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“shortens short notes and lengthens long notes”(Rowe, 2001, p. 266) in programming 

terms follows: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

Figure 7: This shows simple “if” statements being used to shorten different note lengths by different values in an 

attempt to mimic a real performer’s actions. This can be compared to the duration contrast rule implemented into 

this project 

 

It has been proven that the Director Musices is able to produce convincing 

expressive results, given that a group of listeners were able to determine what 

emotion it was attempting to portray when it applied performance rules to a piece of 

music. In an experiment carried out by Roberto Bresin and Anders Friberg of the 

KTH, “two clearly different pieces of music were chosen, one the melody line of 

Tegnér’s Ekorrn written in a major mode, the other an attempt to portray the musical 
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style of Fréderic Chopin (known as Mazurka) written in a minor mode.”(Bresin & 

Friberg, 2000, p. 47) Both songs had a specially designed set of macro-rules (a 

combination of individual rules intended to model emotion) applied to them in order 

to “represent a modeling of ”fear,” ”anger,” ”happiness,” ”sadness,” ”solemnity,” and 

”tenderness.” In addition, a ”dead-pan” version was generated for the purpose of 

comparison.”(Bresin & Friberg, 2000, p. 51) In total, fourteen outputs were produced, 

with each output comprising of either Ekorrn or Mazurka performed according to one 

of the seven emotions. “Subjects listened to each example individually, and were 

instructed to identify the emotional expression of each example as one out of the 

seven emotions.” (Bresin & Friberg, 2000, p. 52) The results were as follows:  

 

 

 

 

 

 

 

 

 

 

 
                                              

    Figure 8: Results of the Director Musices listening tests 

 

“The main result of the listening experiment was that the emotions associated 

with the DM macro-rules were correctly perceived in most cases.” (Bresin & Friberg, 

2000, p. 55) Although results for more abstract emotions such as fear and tenderness 

were less enthusiastic, the outcome of the experiment generally shows a high 

percentage of correct responses, denoting that the implementation of the Director 

Musices’s rule set is able to successfully model an expressive performance. 
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3.2.2 CMERs 

 

Another musical system that has attempted to improve on the results achieved 

by the Director Musices, is the Computational Music Emotion Rule System (or 

CMERS) credited to Livingstone, Muhlberger, Brown & Thompson. As with the 

Director Musices, CMERS operates using a number of rules, but whereas “Director 

Musices (DM), focuses on modifying features of performance, CMERS modifies 

features of both score and performance.” (Livingstone et al., 2010, p. 42) In order to 

compile its rules, CMERs uses a “two-dimensional emotional space (2DES),” 

(Schubert, 1999, p. 154) “a representation that does not limit emotions and user 

responses to individual categories (as checklist and rank-and- match do), but allows 

related emotions to be grouped into four quadrants.” (Livingstone et al., 2010, p. 48) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 9: 2DES used by CMERs 

 

By using this system, typical rules associated with each quadrant can be changed for 

an individual emotion depending on whereabouts this emotion is placed in the 2DES. 
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For example, music attempting to portray a very active emotion would have a faster 

tempo depending on how high it was plotted on the vertical axis.  

 Performance rules are applied to “MIDI data through a series of real-time 

filters, where each filter is responsible for a specific music-emotion rule type.” 

(Livingstone et al., 2010, p. 55) In this way, not only is CMERs able to change the 

performance characteristics of a piece of music, but it is also able to alter the music’s 

emotional intentions by changing elements such as the music’s mode in relation to 

where it is placed on the 2DES. In total, “the rules implemented by CMERS modify 

six music features: mode, pitch height, tempo, loudness, articulation, and timing 

deviations, whereas DM only modifies four features: tempo, loudness, articulation, 

and timing deviations.” (Livingstone et al., 2010, p. 64) 

 When tested, it was proven that “CMERS was significantly more accurate at 

influencing judgments of perceived musical emotion than was DM.” (Livingstone et 

al., 2010, p. 77) An experiment was conducted wherein “ 20 participants heard 20 

music samples: 10 from CMERS stimuli works 1 and 2 (four emotionally modified 

along with the unmodified), and 10 from DM stimuli works 3 and 4 (four emotionally 

modified along with unmodified).” (Livingstone et al., 2010, p. 73) The emotional 

modifications corresponded with four separate emotions: happy, angry sad and tender, 

each of which could be placed in a different quadrant of the CMERs 2DES. “CMERs 

works 1 and 2 corresponded to Beethoven’s Piano Sonata No. 20, Op. 49, No. 2 in G 

Major, and Mendelssohn’s Songs without Words, Op. 19 No. 2 in A Minor,” 

(Livingstone et al., 2010, p. 66) while the DM stimuli featured the Mazurka and 

Ekorrn examples featured in the DM experiment mentioned above. The two examples 

used by each system have been utilized in order to show a clear difference between 

musical mode and style, in order to allow the two systems’ methods to be fairly 

tested.  

The participants were asked to classify the emotion being exhibited by the 

example they heard, by “using a mouse cursor to determine a specific point upon a 

2DES diagram, effectively presenting users with a dimensional representation of 

emotion.” (Livingstone et al., 2010, p. 66) If the participant’s estimation was in the 

same quadrant as the emotion being portrayed, it would be marked as correct. The 

results were as follows:  
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        Figure 10: Comparison between the results for the Director Musices and CMERs 

 

 These results clearly show that by manipulating elements of the score level, 

the clarity of the emotional output is increased. 

 

3.3 Requirement Specification 
 

 Now that we have an understanding of how musical expression is produced, 

and have seen that existing systems have had positive results in trying to model this 

expression, it is possible to determine the features that this project should contain in 

order to adhere to the needs of its users, as well as furthering the research made by the 

developers of existing systems. The most basic level of functionality that the program 

must exhibit is to take an input of a strictly quantised flat piece of music, and produce 

an expressive rendition that is superior to this input. This functionality forms the 

foundation for the program that will satisfy the basic needs of all intended users. In 

addition to this, extra functionality must be added in order to satisfy certain sub-

groups of intended users. The following table shows the requirements of these sub-
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groups, and the functionality the program must contain in order to satisfy these 

groups. 

 

Type of user Requirements What must be implemented 
General User An easily accessible output of 

an expressive performance, 
that is realistic and genuinely 
intriguing 

The ability to produce an 
immediate sonic output 
relating to the MIDI input, 
and a range of performance 
rules that affect an input in 
order to produce a realistic 
rendition of an expressive 
performance. 

General User A clear and concise way of 
accessing the features of the 
program, that is appealing and 
easy to use. 

A well designed Graphical 
User Interface (GUI) that 
exhibits all the features of 
the program clearly, and is 
intuitive, attractive and 
features high usability. 

Students who want to learn 
the principles of musical 
expression, in order to better 
their performance skills 

Clear delineation of how 
performance rules are 
affecting a strictly quantized 
score, so that an 
understanding of basic 
expressive performance can 
be achieved  

Descriptions of the 
performance rules that 
show how they are 
affecting musical features, a 
visual representation of an 
affected score and the 
ability to manipulate the k-
constants of rules in order 
to exaggerate, and make 
any particular rule more 
prominent. 

Musicians who would like to 
use the program to produce 
their own interpretation of an 
expressive performance 

A simple and practical means 
of inputting musical 
information, and functionality 
that allows the customization 
of performance rules. 

A browse function that 
allows the user to easily 
select a MIDI file from 
their computer, and 
customization options that 
allow the user to select 
which rules they wish to 
apply, and the intensity of 
these rules  

Users who would like to 
produce an actual copy of 
their expressive performance 
for use elsewhere 

A means of producing a MIDI 
file which contains the input 
MIDI data affected by the 
performance rules 

A feature that allows the 
user to save a MIDI file to 
their computer that contains 
the affected data. 

 

Figure 11: Table containing sub-groups of the target audience: musicians, and how the program will fit their needs 
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4. Program Overview 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
     Figure 12: Simple visual representation of the program. Red = Input, Yellow = Process, Green = Output 

 

The program takes an input of a piece of music in the form of MIDI data, “a 

list of events or messages that tell an electronic device how to generate a certain 

sound.” (Roos, 2008) This data is accessed through a feature that allows the user to 

select a MIDI file located on their computer. Once the relevant file has been selected 

and loaded, it is organised so that it can be easily accessed and manipulated by the 

other parts of the program. Certain musical features of the data are also analysed, with 

individual classes able to determine features such as the position of barlines, the 

musical key with which bars of the piece adhere to, and the melodic structure of the 

piece contained within phrases and sub-phrases. (Wright, 2011, p. 31)!
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The analysis data as well as the organized MIDI data are then passed to the 

performance rules, represented as a series of algorithms that adjust the musical 

features of each note based upon certain conditions. “The rules model different 

principles of interpretation used by real musicians” (Friberg, 1995), and examine 

attributes of the input data such as the pitches, velocities and timings of notes in 

accordance with the analysis data. For any rule, if a certain condition is met, an 

attribute of a note or group of notes is changed in order to correspond to the 

guidelines of that rule, in an attempt to create a more expressive representation of the 

whole piece. The choice of which rules to apply, and how they affect the input data 

can be determined by the user via interaction with the GUI, allowing the user to 

specify what type of expressive performance they desire. Once the appointed 

performance rules have been applied, the program is then able to produce an output of 

either a new MIDI file consisting of the manipulated and more expressive data, or a 

sonic output produced by SuperCollider, that utilizes the MIDI player feature. 

This simple system relating to inputs and outputs can be considered similar to 

the Director Musices, (see figure 5) of which the system’s structure is based upon. 

However, whereas the Director Musices is only able to write out a midi file where 

properties of the notes are adjusted, by making use of the SuperCollider language, my 

program is able to produce an immediate aural output of the modified data within a 

playback routine. Through personal experience, I also found the GUI of the Director 

Musices to be somewhat out-dated and confusing, that did not “focus on the user of 

the program, rather than its technology content.” (Johnson, 2000, p. 10) Because of 

this, I have attempted to make my program usable and accessible by incorporating a 

simple, well laid out interface and functionality that provides immediate aural output. 

Because of this, it is more likely that potential users will be able to access all the 

system’s features with minimal hassle, resulting in a more satisfying user experience. 
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4.1 MIDI Input 
 

The system accepts MIDI data as an input, which “stores the instructions 

necessary for a human performer to re-create music.” (Rothstein, 1995, p. 1) This 

format is used due to the various advantages it holds over other means of structuring 

and transferring data. MIDI is a popular and standard method of transferring musical 

information, and makes it easy to “change the parameters of notes. [In addition to this, 

various] internet sites offer access to thousands of MIDI songs.” (Barron et al, 2002 p. 

84) These factors are critical to the system, as the parameters of notes must be able to 

be changed in a simple manner so as to avoid unwanted levels of complexity, and the 

fact that there exists a large range of accessible MIDI files means that the system can 

be tested more thoroughly. 

 

4.1 Initial Input 

 

Although MIDI messages can be used to transmit all kinds of data, the two 

events required by the system are note-on and note-off events, as these concern actual 

musical notes being played. Note-on events occur when a note is first played, and 

note-off events occur when that note is released. Both events contain data that relates 

to a note’s pitch, velocity and timings. The values for pitch and velocity are given as a 

number between 0 and 127, while the values for timings are given in pulses of the 

MIDI Timing Clock. In order to read the MIDI file, the system uses the class 

MIDIFile credited to sc.solar  

(see: http://swiki.hfbkhamburg.de:8888/MusicTechnology/359). This analyzes the data 

contained within a MIDI file, and by using the .scores method, the following data 

is returned in an array for each note on and note off event: 
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       [(0) ioi,(1) MIDI channel number,(2) note number,(3) velocity,(4) timestamp] 

 

ioi = inter-onset interval, the time taken for this event to occur after the last event. The 

value is given in pulses of the MIDI Timing Clock. 

MIDI channel number = the channel that the note is played on (represents a 

different instrument 

note number = the pitch of the note represented by a MIDI note number between 0 

and 127 (60 is middle C, 61 would be a semitone above this (C#) 

velocity = represents how loud a note is played, expressed as a number between 0 and 

127 

timestamp = the actual time when the note event occurs. The value is given in pulses 

of the MIDI Timing Clock 

 

Each note features an array in this form, with all note arrays being stored in 

one container array that holds the note values for an entire MIDI track. A single track 

is used to represent an individual musical part, and by combining several of these 

tracks all of which contain exclusive musical information, richer and more complex 

compositions can be created. When a MIDI file has been loaded, the program stores 

the data for each track of the file in an array scores in order to provide a more 

convenient configuration for arranging the data. 

 The scores array is all that is needed to sonically recreate a musical 

representation of the input data, as it comprises the “melodic, harmonic and rhythmic 

relations” (Simon & Sumner, 1993, p. 88) that form the structure of a piece of music. 

However, the data is not in a convenient arrangement in which to produce such a 

representation, as note-on and note-off events are not explicitly defined, and pulses of 

the MIDI Timing Clock is not a suitable format for plotting the lengths of notes. 

Because of this, classes exist that re-arrange the data from the MIDIFile class 

output into an easily accessible format so that the performance rules may affect it. 
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4.2 Score Cleaner and MIDI Organize Classes 
 

In order to rearrange the data into a more manageable configuration, the 

classes Score Cleaner and MIDI Organize adjust the data so that it conforms to a 

desired format. The methods associated with these classes are applied to every track 

contained within the scores array. 

 

4.2.1 Score Cleaner 
 

 Because MIDI is the industry standard format for transferring musical 

information, and is used and employed by a wide variety of systems, there is a notable 

inconsistency between the format and structure of MIDI files when they are accessed 

by the MIDIFile class. In order to maintain a sense of consistency, the 

ScoreCleaner class strips out irrelevant information contained in MIDI tracks, as 

well as making all the relevant data uniform, providing the consistency needed for the 

program to accept as many input files as possible. The class also contains 

functionality that allows it to determine MIDI tracks that contain relevant note data, 

instead of status or control messages. 

 The method used to remove irrelevant data relies on the assumption that note-

on and note-off messages will feature regular velocities, and that status messages will 

feature wildly different velocities. By removing arrays that contain velocities that do 

not conform to the most common values, impertinent data is discarded. 
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Figure 13: An example of how the ScoreCleaner class operates 

 

In order to identify tracks that contain actual note data instead of status 

messages, the size of all the track arrays are analysed. By examining a range of MIDI 

files, it was determined that a track containing control information seldom featured 

more than eight arrays of data, and based on this assumption, MIDI tracks with sizes 

below this threshold are removed from the scores array.  

 

4.2.2 MIDI Organize 
 

 The MIDIOrganize class places the MIDI input data into a more 

manageable format, which includes separating note-on and note-off events, and 

quantising the timing data so that it can be affected by the performance rules and 

interpreted by the MIDI player. It takes an input of all the note-on and and note-off 

data for each MIDI track contained within the scores array. The first thing it does is 

to separate the note-on and note-off events, so that individual notes can be defined. 

The algorithm employed works on the principal that after a note-on event, the next 

event that has the same MIDI note value will be the corresponding note-off value, as 

it is impossible for a second note-on event for any pitch value to occur. Because of 

this, the two events can be separated, and a single note can be defined.  
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The following musical excerpt in traditional scoring… 

 

 

 

 

 
…is represented as an array of arrays by the MIDIFile class: 

 

 

 

 

 

 

 

 

 
Figure 14: By taking the pitch of one note array as a reference, and searching through the other note arrays 

sequentially, a corresponding note-off event can be paired with an initial note-on event 

 

By looping through the array of notes, and finding a corresponding note-off 

event for every note-on event, each individual note can be distinguished, with the 

program sorting both kinds of events into two separate arrays defined as 

noteOnArray and noteOffArray, with index n in both arrays relating to the 

data for one individual note.  

The main data used for a representation of a note is contained in the 

noteOffArray, and in order to enable the data to be sonified more efficiently, 

extra timing information is added. For each note, a note length value is determined 

and added by subtracting the timestamp of the noteOffArray by the timestamp of 

the noteOnArray, and a note start value corresponding to the timestamp of the 

noteOnArray is also added. By adding these values to the noteOffArray, a 

new representation of the data is returned: 

!!!

[(0) ioi,(1) MIDI channel number,(2) note number,(3) velocity,(4) timestamp,(5) note length,(6) note start] 

 

 

!!
!"#$"%$"&'$"%##$"#"( 
!"#$"%$"&#$"%##$"#"' 
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4.2.3 Converting Time Values 
 

!"#$% the note events have been sorted, the values that represent timings are 

changed to represent quarter note values in relation to the song’s tempo instead of 

MIDI timing clock pulses. By doing this, it is easier to sonify the data using 

SuperCollider’s routine functionality, as this makes use of time in this format in order 

to determine the timings of subsequent notes. A loop accesses the data for each note 

in noteOffArray, and divides the timing values for ioi, timestamp, note length and 

note start by the MIDI file’s pulses per quarter note value given by accessing the 

variable MIDIFile.division. By doing this, the default values of midi pulses are 

changed to measure values, (so a note length value of 1 would represent a crotchet or 

beat), which allows the performance rules to more accurately change timing values of 

notes in reference to the timing values of the piece. 

After this, an exact copy of noteOffArray is made so that a reference of 

the original data exists (noteOffArrayOrig). This ensures that the original 

structure of the piece can be maintained when it is examined by the performance 

rules. These arrays are then added to the container arrays noteArrays and 

noteArraysOrig, which hold the note arrays for every track of the MIDI file. 

The tempo of the MIDI file is also determined at this point. The method 

MIDIFile.tempos returns the tempo value of the file in the format of 

microseconds per quarter note. Because this is an inappropriate format for 

SuperCollider’s routine functionality to interpret tempo, it is instead converted to 

beats per minutes by applying the following function: 

 
bpm = 60000000 (microseconds per minute) / MIDI file tempo(microseconds per quarter note) 

 

allowing it to be interpreted by the system’s MIDI player. 
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4.3 Analysis Methods 
 

 Once the raw data has been sorted, the classes BarlineLocator, 

KeyDetector and PhraseDetector analyse musical features of the sorted data 

so that certain performance rules can manipulate elements of the data in accordance 

with its musical structure. The analysis methods are applied to each noteOffArray 

contained within noteArraysOrig. 

 

4.3.1 Barline Locator 
 

The class BarlineLocator iterates through the noteOffArray, 

determining how many notes are contained within each bar of the piece, relative to its 

time signature. This is done by specifying a variable representing the end of a bar 

(barnumb), and counting all the notes that occur before this value. For example, the 

first bar in a piece of music in 4/4 timing is represented by the value 4 and a while 

loop is used to determine notes that posses a note start value below this figure. If this 

is the case, a counter notenumb is increased. However as soon as a note start value 

exceeds barnumb, the loop is terminated, barnumb is increased to represent the end 

of the next bar (by adding the time signature value), and numnotes is added to an 

array barnotearray that keeps a record of the number of notes in each bar. This 

process continues until barnumb is equal to the variable lastbarval (the last bar 

of the piece) at which point the notes for the last bar are determined through process 

of elimination (the size of noteOffArray minus the notes that have already been 

counted.) The barnotearray is then returned, and added to the array barArray 

which contains the barline information for each track. 
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    Figure 15: An example of how the barline locator operates 

 

 

4.3.2 Key Detector 
 

This data is then used by the key detector class, which is used to determine the 

musical key of each bar based on the pitches of the notes it contains. Because 

“differences between major and minor mode are mainly associated with difference in 

valence,” (Gabrielsson & Lindström, 2010, p. 388) it is important that this is 

distinguished in order to emphasize a song’s emotional value through appropriate 

changes to the timings and velocities of individual notes. In order to do this, the 

system uses the findkey method from Nick Collins’s OnlineMIDI class (see: 

http://www.sussex.ac.uk/Users/nc81/courses/cm2/OnlineMIDI.sc), which makes the 

assumption “that the pitch class distribution of the notes in a piece of music could 

reveal its tonality simply by calculating the correlation of the distribution with 12 

major and 12 minor profiles [relating to each note of the chromatic scale], and 

predicting the highest correlated key. These profiles were determined by Krumhansl 

and Kessler, who asked listeners to rate how well ‘probe tones’ fitted into various 

musical contexts (cadences in major and minor).” (Madsen & Widmer, 2007) The 

following figure shows the probability of certain tones occurring in the key of C in 

relation to certain types of music, with the profiles being developed in response to 

these findings. 
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                 Figure 16: Major and Minor pitch class profiles  

 

The scale tone values for an amount of notes are used to index an array with 

the numeric values of these profiles, with a total being produced for each key. If a 

scale tone is more likely to occur in a given chord, a higher value within the profile 

array is added to the overall total. With this logic, the higher the final score, the more 

likely that note is going to be in the particular key specified.  

Collins’s method works on an amount of notes determined by a fixed window 

size, which moves through an amount of data and determines the key for each 

window. I decided that a variable window size that relates to the size of each bar 

would be more useful in creating an expressive rendition of a piece of music, as it 

would be able to make appropriate changes in relation to the structure of the piece.  

Because of this, the method employed uses the data from barnotearray to 

determine a window size for the findkey method, and converts the array of pitches 

of the notes in this window into an array of how many times a particular pitch occurs. 

This is then passed to the findkey method as an argument, which is able to use the 

frequency of pitches in order to determine the window’s chord. In doing this, the 
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chord of each bar can be determined, and stored in the array windowChords. The 

key data for each track is then added to the container array chordArray. 

 

4.3.3 Phrase Detector 
 

 In music, Phrasing is “The art of dividing a melody into groups of connected 

sounds so as to bring out its greatest musical effect.” (Clifford, 1911, p. 127) Because 

this will aid the realisation of an expressive performance, the system implements a 

PhraseDetector class that identifies the phrasing structure of each MIDI track. 

Although Leopold Auer argues that “Phrasing is something essentially personal. It has 

really no fixed laws... and depends wholly on the musical and the poetical sense of the 

performer,” (Auer, 1921, p. 168) there are some general rules that can be followed 

when determining the position of musical phrases. For example “most phrases are 

reducible to a simple harmonic gesture (cadences such as I-V, or V-I), with two and 

four bar phrases being common.” (Northern Arizona University, 2004) By following 

these rules, a primitive method is used to detect musical phrases. The first step the 

method takes is to divide the total number of bars contained in the barDivisions 

array into equal segments, so that the length of the phrases can be determined from 

this initial stage. 

 By dividing the size of the barDivisions array by the size of the segments 

desired (i.e. 4), the number of phrases required is determined, and the method creates 

an array that represents each phrase. Each array contains two values, the measure at 

which that phrase starts, and the measure at which it ends ([0,4]).  If the size of the 

barDivision array is not divisible by the desired size of the phrases, the size of 

the final phrase is determined by the remainder of the calculation. 

 Because not all musical phrases are uniform in size, the determineLength 

method within the class measures the actual size of each phrase. The method 

examines the last bar of a phrase, and by analysing its musical structure deduces 

whether the phrase in question is likely to conclude at this point. If the last bar of the 

phrase does not feature a cadence “a melodic or harmonic configuration that creates a 

sense of repose or resolution,” (Randel, 1999, p. 105) and does not feature a note that 

features a sense of finality, the phrase is lengthened by four bars. By examining each 

phrase in this way, the performance rule that makes use of the data (phrase 
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articulation) does not apply its effects at inappropriate points. Once this process has 

been carried out, all the arrays containing phrase data for one MIDI track are placed 

in the container array phrases, which is subsequently added to an array that holds 

the data for every track: phraseArray. 

 The class is also able to detect instances of sub-phrases, “segments shorter 

than a phrase, that are separated by a rest or a cadence-like harmonic progression” 

(Caltabiano, 2012) through the method findSubPhrases. Each phrase is divided 

in two with arrays representing sub-phrases being produced. For example, a phrase 

array of length [0,4] yields two sub-phrase arrays [0,2] and [2,4], the first digit being 

the measure at which it starts, and the second being the measure at which it ends. As 

with the process employed for phrases, the arrays containing phrase data for one 

MIDI track are placed in the container array subPhrases, which is subsequently 

added to an array that holds the phrasing data for every track subPhraseArray.  

 
4.4 Performance Rules 

 

 In order to produce an expressive performance, the system’s performance 

rules affect the pitches, velocities and timings of notes. Each rule manipulates note 

attributes based on conditions “representing typical musical contexts” (Frieberg, 

Bresin & Sundberg, 2006, p. 147) being met which have been determined by my own 

research, and research carried out at the KTH Royal Institute of Technology. The 

rules cannot be applied or changed during playback of a performance, and must be 

applied beforehand so that the program can process their effects. This occurs in the 

class RuleApply which takes an input of the array noteArrays, and applies rules 

sequentially based on whether they have been selected from the system’s GUI. Each 

rule is contained in a separate class, which takes an input of a noteOffArray 

contained in noteArrays, applies changes to the note data contained within this 

arrays and produces an altered noteOffArray as an output. 

A summary of all the rules and the attributes they manipulate can be found in 

the appendix. 
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4.4.1 The k Constant  
 

Before describing the rules it is of relevance to mention the presence of the k-

constant, a variable included within most of the rules that determines the intensity of 

its changes. This practice is based upon the inclusion of a k-constant in the Director 

Musices where “the selection of k-values can drastically change the performance and 

many different but still musically acceptable performances can be obtained.”(Bresin, 

Friberg and Sundberg, 2002 p. 1) By including this functionality, the user is able to 

control the type of expressive performance produced, and fine-tune this value in order 

to examine each rule’s effect on the realism of the output produced. This fulfills the 

needs of “musicians who would like to produce their own interpretation of an 

expressive performance. The k value is utilized by being multiplied to an aspect of the 

data being changed. For example, if a rule increases the length of a note, the 

manipulation of the k-constant as follows: 

 

(note length = note length + (0.5*kconstant)) 

 

 can be used to adjust the amount by which the note is lengthened.  

As a default, a k-constant is given the value 1, indicating that it does not affect 

the output of the change. If this value is increased, the effect of the change of a note’s 

parameter is intensified in proportion to the increase specified. If it is decreased below 

1, the intended effects of the rule are reduced. As the rules “refer to a limited class of 

musical situations and theoretical concepts,” (Goebl & Widmer, 2004, p. 205) the 

addition of the k-constant feature is imperative in producing an accurate expressive 

output, as some rules, if too intense will have an undesirable effect on certain pieces 

of music. The feature is also useful for teaching someone the properties of an 

expressive performance, as by intensifying a particular rule, its effects become much 

more prominent, and it is more likely that an individual will be able to identify these 

effects.  
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4.4.2 Accents 
 

 The accents rule applies emphasis to notes based upon their placement in the 

piece and the characteristics of adjacent notes. In musical performances, “an accent 

involves placing emphasis on one pitch or chord, so that the pitch or chord is played 

louder than its surrounding notes” (Randel, 1999, p. 3) and research carried out by 

Anders Friberg has decreed that “accents can be applied to notes involved in 

durational contrast and are distributed in two cases: (a) when a note is surrounded by 

longer notes; and (b) when a note is the first of several equally short notes followed 

by a longer tone,” (Friberg, 1991, p. 67) in order to produce a more expressive 

rendition of a piece of music.  

 In order to model this musical feature, the Accents rule searches for notes that 

conform to these conditions. The method condition1 regards the first case of 

Friberg’s research and iterates through every note in the original note array 

(inarrayofforig), checking if the notes directly prior and subsequent to the 

current note have a longer note length. If this is the case, the following procedures are 

applied to that note, increasing its velocity and length in order to accent the note. 

 

note velocity = note velocity + velincrease 

note length = note length + durincrease 

 

Where:  

velincrease = 4 

 durincrease = (note length / 17) * kconstant 

 

All subsequent notes are repositioned relative to the length change 

 

The method also applies the rule to polyphonic notes. If a series of notes that 

are determined to be polyphonic match the conditions of the rule, all the notes in the 

polyphonic chord will be accented, enabling a more realistic representation of the 

piece to be observed. 
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The method condition2 conforms to the second case of Friberg’s research, 

and iterates through every note in noteOffArray checking for a sequence of short 

notes (a minimum of three notes that have a length value less than 0.5). The method 

determines the length of such a sequence, and once this has been ascertained, the first 

note or chord of the sequence is emphasized using the same function employed for 

condition1. The iterator is placed at the end of this sequence, and continues searching 

through the array. By doing this, the two methods are able to accent notes at 

appropriate points in the score, and the output of the class will sound as though a 

human is making these modifications. 

 

 

 

 

 

 

 

 

 

 

 

 
       Figure 17: An example of the Accents rule 

 

 

4.4.3 Amplitude Smoothing 
 

 Amplitude smoothing is a rule that is applied automatically to all the velocities 

of the notes in the noteOffArray after all the other rules have been applied. 

Because some rules may end up raising or lowering the velocities of consecutive 

notes by significant amounts, the effect of playing such notes will result in a jagged 

and unrealistic portrayal of a performance. In order to provide a musically acceptable 

performance, the amplitude smoothing rule ensures there are no substantial 

differences between the velocities of consecutive notes. 
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 The rule iterates through the noteOffArray and determines the difference 

in velocity between two successive notes. If this difference exceeds a certain 

threshold, (the default threshold for the system is 15) the following process is applied 

to the second note: 

 

note velocity = note velocity - (difference/5) (if difference is positive) 

or 

note velocity = note velocity + (difference/5) (if difference is negative) 

 

where: 

 difference = the difference in velocity between two notes 

  

By doing this, a dynamically smoother and more realistic performance is discernable. 

 

4.4.4 Beat Stress 

 

 The beat stress rule applies increases in velocity to notes that are deemed to 

be in a rhythmically strong position, while decreasing the volume of notes in a 

rhythmically weak position. “In music we understand through the science of [rhythm] 

the science of the grouping of melodic elements in longer and shorter and in stressed 

and non-stressed sounds,” (Kunst, 1950, p. 1) and it is through the inherent stressing 

of the stronger points of recurring timing patterns that musical expression can be 

realized. The rule emphasizes notes that occur on the downbeat and the third beat of 

each bar by increasing their velocity. The downbeat is “the impulse that coincides 

with the beginning of a bar in measured music… that is usually given articulation 

through dynamic increase, ” (Rushton, 2012) while the third beat is considered to 

have “a slightly less strong accent.” (Pilhofer & Day, 2012, p. 52) By doing this, the 

belief that performers will play music in conjunction with their own sense of rhythm 

giving emphasis to notes that occupy stronger positions can be represented. 

In order to do this, the beat stress rule uses the same process as described by 

the bar distinguisher class, in that instead of note start positions being compared to a 

value representing the end of a bar, they are instead compared to a value relating to 

the strong beats (stresspoint). A loop that iterates through the noteOffArray 
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is run, and if a note’s note start value is equal stresspoint its velocity is 

increased as follows.  

 

Note velocity = note velocity + (stressamount * kconstant) 

Where: 

Stressamount = 4.2  

 

If it does not, its velocity is reduced. Once a note start value is analysed that is 

greater than stresspoint, it is moved forward by the length of one bar. Two 

methods exist in the class, applybeatstress that specifies stresspoint as a 

downbeat and increases the velocity by a relatively large amount, and 

applythirdbeatstress that specifies it as a third beat and increases the 

velocity by a lesser amount. By returning the affected noteOffArray, a new 

performance that has a more definite sense of rhythm can be observed. 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

Figure 18: An excerpt from Beethoven’s Moonlight Sonata. Shows which notes the beat stress rule would 

emphasize 

 

 

 
 

!"#$%&'( !"#$%&'( !"#$%&'( !"#$%&'( 

!"#$#%&'(#$%)*#%'+(#&%#,-")$./#0%12%-#*+'*,#*$%
!"#$%&$%'#$(%)#*+%'$&,$%'#-)$)'.%'/-0$1&(-%-&* 



!

!

SS!

4.4.5 Duration Constant  
 

The duration contrast rule is a critical feature of any expressive performance 

that emphasizes the characteristics of long and short notes. The rule works on the 

basis that short notes (shorter than one crotchet) are made shorter and quieter while 

long notes (longer than one crotchet) are made longer and louder in relation to their 

size. Evidence for making short notes shorter was found in (Taguti, Mori & Suga, 

1994) who “measured performances of the third movement of Mozart's Piano Sonata 

K. 545 and found that sections consisting of sixteenth notes were played at a higher 

tempo than sections consisting of eighth notes, with the sixteenth notes being played 

more softly.” In this way, longer notes are often played for longer and at higher 

velocities, as “musicians spend some extra milliseconds on tones whenever there is a 

good reason for doing so,” (Sundberg, 1993, p. 242) and it is this human perspective 

that the duration contrast attempts to model. The rule is enforced by checking every 

note in noteOffArray, and judging whether its note length value is greater or less 

than 1 (a crotchet). If it is less, the function:  

 

note length = note length – (notelength*((contrastamount*0.55)*kconstant)); 

 

reduces the length of a note, and the function: 

 
note velocity = 

(note volume+((note length*((contrastamount*kconstant)*0.25)-((contrastamount*kconstant)*0.25))*110))); 

 

reduces the velocity of the note. If the note is longer, the functions 

 

notelength  =  notelength + (notelength*((contrastamount*0.4)*kconstant)); 
 

and 
 

note velocity =note velocity + (note length + ((contrastamount*25)*kconstant)) 

 

where 

 contrastamount = 0.05 

All subsequent notes are repositioned relative to length changes 
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are applied, which makes the specified note louder and longer in relation to its size. 

By doing this, a musical output that is more reminiscent of a human performance can 

be observed based on its exaggeration of musical idiosyncrasies. 

 

 

 

 

 

 

 

 

 

 
  Figure 19: An example of how the duration contrast rule affects notes 

 

 

4.4.6 Double Duration 
 

The double duration rule is included within the duration contrast class. The 

rule states that “for two notes having the duration ratio 2:1, the shorter note will be 

lengthened and the longer note shortened,”(Friberg 1991, p. 56) in opposition to the 

assumption made by the duration contrast rule wherein the short note would be 

shortened and the long note would be lengthened. “The principle was first found in 

(Henderson, 1937) where he explained it as a consequence of phrasing and 

accent.”(Friberg, 1995) The rule loops through noteOffArray checking whether 

any two consecutive notes have the length relation 2:1. If this is true, the short note is 

lengthened by the formula: 

 

 

 

note length = note length + dubduramount 

where: 

 dubduramount = note length * 0.042  
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with the length of the long note also being reduced by dubduramount. If this is 

not true, the duration contrast rule is carried out as normal. It should be noted that the 

rule is not applied to polyphonic notes. 

 

 

 

 

 

 

 

 

 

 

 

 
    Figure 20: An example of when the double duration rule would occur 

 

4.4.7 Faster Uphill 
 

 When the Faster Uphill rule is applied, “the duration of a note is shortened if 

[the pitch of] the preceding tone is lower and the following tone is higher.”(Friberg, 

1991 p. 59) It is based on the assumption that performers will play ascending notes at 

a higher tempo due to an inherent perceived relationship between increases in pitch 

and increases in tempo. For example, musicians who have practiced performing 

musical scales will perform these uphill movements in an instinctive fashion, 

disregarding the actual timings required by the piece in favor of performing these 

memorized movements in relation to how they have practiced. 

 A loop analyses each note in the noteOffArray, and the consequences of 

the rule are initiated if four consecutive notes that are not polyphonic have ascending 

pitches. When this occurs, the rule counts the exact number of consecutive notes that 

have ascending pitches, and then reduces the note length value of these notes in 

accordance with the following formula: 
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Note length = notelength – lengthchangeorig 

Where: 

 lengthchangeorig = 0.007 * kconstant 

 

All subsequent notes are repositioned relative to this length change 

 

The value lengthchange is subjected to the following calculation after each note 

has been change 

 

lengthchange = lengthchange + ((lengthchangeorig*kconstant) / count); 

Where: 

 lengthchangeorig = 0.007 

 count = number of notes changed already 

  

enabling the length of each subsequent note to be reduced by a greater amount each 

time. By doing this, a greater sense of motion can be exhibited, resulting in a more 

realistic expressive performance. 

 

 

 

 

 

 

 

 

 

 
Figure 21: An example of when the faster uphill rule would be enforced 
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4.4.8 Harmonic Charge 
 

The Harmonic charge rule “represents an attempt to reflect quantitatively the 

fact that in Western traditional tonal music, chords differ in 

remarkableness.”(Sundberg, 1993 p. 245) The rule controls alterations in parameters 

such as note length and velocity for notes that occur in a given chord, based on the 

relation of that chord to the key of the song. It makes use of the chord assumptions 

associated with each bar made by the key detector. “The rule creates crescendos when 

a chord of higher harmonic charge is approaching and decrescendos in the opposite 

case, and are accompanied by proportional tempo variations [accelerandos and 

ritardandos],”(Sundberg, 1993, p. 246) with harmonic charge values specified for 

each chord as a float between 0.0 and 8.0. This value is determined by applying the 

following equation to the melodic charge value of each chord based on its relation to 

the key of the song (see figure 29 ). 

 

 

Where: 

 Cmel = melodic charge 

 Charm = harmonic charge 

 

By applying changes in velocity and length based on the differences between 

current and approaching charge values, the unique emotional features of different 

chord progressions can be modeled based on how a human performer would interpret 

them.  

The rule iterates through every bar in the barDivisions array, and 

calculates the charge values of consecutive chords specified in the windowChords 

array for each bar. In order to determine the intensity of the velocity and tempo 

changes, the difference between the two charge values is stored as a variable 

change. If the difference is positive, a crescendo and a ritardando is applied in order 

to emphasize the increase in remarkableness, and if the difference is negative, a 

diminuendo and accelerando is applied in order to do the opposite. The rule only 

applies changes to the second half of the total amount of notes in a bar so that the 
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effects are not too exaggerated. For every note that is to be changed, the following 

function is applied: 

 

Note velocity = note velocity + velchange 

Note length = note length + durchange 

 

 

Where: 

 Velchange = ((change*0.9)/notes) 

 Durchange = lengthen/notes 

lengthen = change/270 

 notes = total number of notes to be affected 

 change = difference between two harmonic charges 

 

The positions of all subsequent notes are repositioned relative to the length change 

  

The variables velchange and durchange are then subject to the following process once 

a note has been changed 

 

durchange = durchange + ((lengthen/notes)*count) 

velchange = velchange + ((change/notes)*count) 

where: 

 change = difference between two harmonic charges 

 count = iterator specifying the value of the current note being affected 

lengthen = change/270 

 notes = total number of notes to be affected 

 

By doing this, gradual changes in volume and tempo are produced, that allow the 

emotional changes associated with chord progressions to truly be expressed.  
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Figure 22: An example of the harmonic charge values applied to chords, and how they are implemented in 

performance 

 

 

4.4.9 High Loud 
 

 “In almost every musical instrument, the amplitude increases somewhat with the 

fundamental frequency, and if this is not modeled in a performance, the sound gives a 

peculiar, lifeless impression.”(Askenfelt, Fryden & Sundberg, 1983 p. 38) Because of 

this, the high loud rule increases the velocity of a note based on its pitch, thereby 

modeling the realistic physical properties of acoustic instruments. In order to do this, 

the rule makes use of the formula 

 

note velocity = note velocity * (note pitch / 48)*intensity*kconstant; 

 

Where: 

 intensity = 0.7 

 

which increases the velocity of a note in relation to its pitch. By doing this, a more 

accurate depiction of an expressive performance can be portrayed. 
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Figure 23: An example of the high loud rule 

 

4.4.10 High Sharp  
 

 “[In musical instruments] the frequency of low tones are too low  

and high tones too high when compared with the equally tempered scale. These  

deviations can be explained by the slightly inharmonic relationships among the 

partials in the tone spectrum, meaning that systematic deviations from the frequencies 

of the equally tempered scale can be observed.”(Sundberg & Lindqvist, 1973, p. 922) 

The high sharp rule ensures that this behavior is mimicked by the expressive output of 

the program, allowing for a more realistic performance to be modeled.  

 The rule examines the pitch of each note in the noteOffArray, and applies 

the following function: 

 

note pitch = note pitch + change 

where: 

 change = (((note pitch – 60) * (4/12) * intensity) * kconstant) 

 intensity = 0.01 

 

The result of this function is that the notes with a pitch value greater than 60 are 

raised by an amount relative to the size of this value, while the opposite occurs for 

pitches of notes with a value lower than 60. By doing this, the authentic qualities of 

acoustic instruments can be modeled in order to produce more realistic results. 
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         Figure 24: An example of the high sharp rule 

 

 

 

4.4.11 Leap Tone Duration 
 

 The leap tone duration rule involves “the first note in an ascending melodic leap 

being shortened, and the first note in a descending leap being lengthened” (Friberg, 

1995) The underlying idea [for this] is that in music, pitches separated by no more 

than a step along the musical scale e.g. C-D in C major tonality, belong to the same 

group, while wider intervals mark structural boundaries.”(Sundberg, 1993, p. 244) 

When crossing these structural boundaries, micro-deviations in timings occur, with 

the first note of an ascending leap being shortened, and the first note of a descending 

leap being lengthened due to sub-conscious processes within the performer that occur 

when such boundaries are crossed. Because of this, the leap tone duration rule 

attempts to model this micro-deviation in time by lengthening and shortening the first 

note of a leap. 

 The rule loops through the noteOffArray, and judges the size of the leap 

between successive notes. The following conditions show the consequences of the 

rule if it judges a leap of a particular size.  
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These adjustments are made to the first note 

All subsequent notes are repositioned relative to this length change 
 

Figure 25: An example of the different interval sizes the leap tone duration rule acknowledges, and how they affect 

the change in the first note’s note length 

 

 By making the change in the length of the note greater in proportion to the size 

of the interval, the rule can be used to more closely model the conditions intended by 

the rule, allowing for expression to be produced through the representation of musical 

structures. 

 

4.4.12 Leap Tone Micropauses 
 

 “Leap Tone Micropauses inserts a micropause between two notes forming a 

leap.”(Sundberg, 1993 p. 244) “In instrumental music, particularly that played on 

bowed instruments, wide melodic leaps are often performed with a very short pause 



!

!

3S!

just between the two tones”(Askenfelt, Frieden and Sundberg, 1983, p. 39) 

This is due to the physical properties of certain musical instruments, and the increased 

difficulty and cognition that occurs when making leaps between successive notes. For 

example, it takes a longer time to mentally process, and then physically react in order 

to play two notes that feature a large interval than it does to play two notes separated 

by a smaller interval, as many musical instruments force the player to make more 

physical gestures in order to produce larger leaps in notes. Because of this, the leap 

tone micropauses rule attempts to model this extra time needed for the gesture, by 

inserting a small pause between leaps. The rule is applied by looping through the 

noteOffArray. If a leap is detected between consecutive notes, the note start and 

timestamp value of this note are increased so that a micropause is inserted between 

the two notes. 

 The rule is applied in the same way as the leap tone duration rule, in that the 

size of the micropause is determined by the size of the leap. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

These adjustments are made to the second note 

All subsequent notes are repositioned relative to this length change 
     Figure 26: An example of the leap tone micropauses rule 

 

By doing this, the rule can be used to more closely model added expression through 
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the representation of the physicality required to play instruments. 

 

4.4.13 Legato Assumption 
 

 The legato assumption treats consecutive notes of the same length as legato, 

and attempts to play them smoothly. This is based on personal evidence which 

observed that notes played in a legato fashion: “successive notes in performance, 

connected without any intervening silence of articulation” (Chew, 2012) were often 

all of the same length, suggesting a link between similar extensities of notes and the 

player’s performance instincts.  

 

 
 

 

 

 
Figures 27 and 28: Examples of legato phrases from 24 legato studies for trombone and study no. 1 in C Major:  

All the notes in these two phrases are of the same length, indicating that in some pieces of music, there may be a 

tendency to play similar phrases in this fashion 

 

The rule is applied by looping through the noteOffArray, and checking if three 

consecutive notes are of the same length. If this is the case, a while loop is used to 

check how many consecutive notes are of the same length, starting from the first of 

the original three notes, and terminating when a successive note is of a different 

length. The lengths of all the notes considered to be legato are then extended by the 

following function so that they overlap, creating a sequence of notes that sounds 

fluent and smooth when played. 

 

Note length = notelength + (legatoval*kconstant) 

Where: 

  legatoval = 0.17 

 

 The loop then continues iterating through the noteOffArray, looking for further 

sequences of notes.  
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 Because there has been no empirical evidence to support this rule, it will be 

interesting to see whether it actually produces a more expressive performance, or if it 

instead produces a result that is less musically convincing. 

 

4.4.14 Melodic Charge 
 

 “The melodic charge rule reflects another peculiarity of musical perception. 

Given the harmonic context, some notes in traditional tonal music appear to be more 

remarkable than others. For example if a C major chord is given by the 

accompaniment, the scale tone of C is a trivial tone, while the scale tones B or C# are 

very remarkable.”(Sundberg, 1993, p. 242) This is due to the existence of consonance 

and dissonance, consonance being stable combinations of tones that sound musically 

pleasing, and dissonance being “an unstable tone combination that are traditionally 

considered harsh sounding.”(Kamien & Kamien, 2010, p. 41) By placing larger 

emphasis on notes that could be considered dissonant in relation to the chord it is 

played in, the remarkability of such tones can be emphasized in order to highlight 

their exceptional elements. 

 In order to do this, a numeric value is assigned to each note according to its 

relation to the current chord, defined as its melodic charge. The charge value of each 

note in a chord is issued in accordance with the circle of fifths, “a representation of 

the scale tones along a circle where adjacent tones are separated by the interval of a 

fifth (e.g. C-G)”(Sundberg, 1993, p.242) 
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Figure 29: An example of the different melodic charge values assigned to each note of a C major scale in relation 

to the circle of fifths 

 

The above figure shows the melodic charge values applied to each note of the 

chromatic scale when a C major chord is observed, with remarkable dissonant tones 

such as F# being given a higher value than a more ordinary tone such as G, due to the 

greater distance of the tone from the root on the circle of fifths. 

 The rule is applied by comparing the pitch of every note in the 

noteOffArray with the chord of the bar that note belongs to. The pitch of the note 

is converted into a value between 0 and 11 representing its note value (0 being C, 1 

being C# etc.) and by subtracting the note value of the current chord and using the 

resulting value to index an array of charge values, the appropriate melodic charge of a 

tone is derived. Based on the melodic charge of each note, the following function is 

applied: 
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note velocity = note velocity + velchange 

note length = note length + durchange 

 

where: 

 velchange = (chargeval * 0.45) * kconstant 

 durchange = (chargeval * 0.0028) * kconstant 

 chargeval = note’s melodic charge value 

 

All subsequent notes are repositioned relative to the length change 

 

 By doing this the more dissonant a tone, the more it is accentuated, allowing 

the rule to “put emphasis on unusual events on the assumption that these events are 

less obvious, have more tension and are more unstable.” (Friberg, 1995) 

 

4.4.15 Phrase Articulation 
 

 The phrase articulation rule makes use of the phrase and sub-phrase 

boundaries determined by the phrase detector class in order to convey a more definite 

sense of a piece’s musical structure. Manfred Clynes believes that “[within a piece of 

music] there is an organic hierarchy of structure, from the minute structural details 

within each tone to the largest relation between component parts of the music, and in 

the best performances this organic hierarchy is revealed.” (Clynes, 1983, p. 76) In 

order to portray such a hierarchy, the phrase articulation rule employs a process 

known as phrasing, which makes “a clear perception of the formal division of music 

into well-defined sentences and their parts” (Johnstone, 1900, p. 27), in order to better 

express a sense of musical dialogue and meaning. “The art of phrasing is essential for 

expressiveness in music, with the impact of a musical phrase dependent on how 

timing and dynamic features are shaped by the individual performer.” (Jensen & 

Kühl, 2008, p. 83) 

 In order to appease this, the rule applies a decelerando to the notes at the end 

of a phrase, as well as lengthening the last note of each phrase and adding a 

micropause after this note in order to provide an indication that a phrase has ended. 
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For every phrase specified in the phrases array, the last bar of each phrase is 

determined, and the notes for which the phrasing rules will be applied are selected.  

To avoid applying rules to notes in the last bar that do not belong to a phrase, 

various checks are performed in order to closer examine the structure of the end of 

each phrase. Every note within the last bar is analysed, and if there is a separation 

between notes of two quarter notes or greater, every note after this separation is 

deemed to belong to the next phrase, and is unaffected by the rules. For the notes that 

are affected, the following function is applied: 

 

note length = note length + slowValue 

 

Where: 

 slowValue = slowValueOrig 

 slowValueOrig = 0.005*kconstant 

 

The positions of all subsequent notes are repositioned relative to this length change 

 

After a note has been affected, the following function is then applied to ritvalue 

 

slowValue = slowValue + (slowValueOrig/4) 

 

In addition to this, the following function is applied to the last note of the phrase:  

 

note length = note length + lengthchange 

 

Where: 

 lengthchange = 0.009 * kconstant 

 

By moving all subsequent notes forward by a value double that of length change, a 

micropause is observed 

  

A similar function also operates on sub-phrases, by lengthening the last note 

of a sub-phrase and adding a micropause after this note. The method 
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applyRuleSubPhrases determines the last bar of each sub-phrase in the 

subPhrase array, and determines the last note of this bar. Unlike the checks 

performed for the applyRulePhrases method, the sub-phrase method assumes 

that the last note of a bar at the end of a sub-phrase should be lengthened due to the 

fact that “the boundaries of sub-phrases are found by dividing a phrase in half” 

(Kothman, 2010), and that no checks are needed in order to confirm this fact. The 

changes to the attributes of these notes are also less intense than for those contained 

within full phrases, so that the structural hierarchy of the piece is not disturbed. As 

such, the following function is applied:  

 

note length = note length + lengthchange 

 

Where: 

 lengthchange = 0.005 * kconstant 

 

By moving all subsequent notes forward by a value double that of length change, a 

micropause is observed 

 

4.4.16 Repetition Articulation 
 

 The repetition articulation rule “inserts a micropause between two  

consecutive tones with the same pitch”(Bresin, 2001, p. 2) creating a stuttering effect 

when the same note is repeated. The rule is based on a study in which “five diploma 

students were asked to play the Andante movement of Mozart’s Piano Sonata in G 

major, kV 545 in nine different performance styles (glittering, dark, heavy, light, 

hard, soft, passionate, flat, and natural). The data collected allowed analysis of 

articulation based on the movement of the piano keys and not on the acoustic 

realization, with the time during two corresponding key presses being 

measured.”(Bresin, 2001, p. 1) Based on this study, it was found that a small 

micropause could be observed when the same key was pressed twice in succession, 

owing to the development of the specified performance rule in order to more closely 

model the nuances of performance. 
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 The rule loops through the noteOffArray, and checks if successive notes 

are of the same pitch. If this is true, a micropause of a random length is inserted 

between the notes, by adding this amount to the note start value of the second note: 

 

note start = notestart + rrand(0.013,0.023)*kconstant 

 

By doing this, successive repetitions of the same note are more readily articulated, in 

that they are made more prominent by being separated and distinguished by the added 

micropauses.  

 

 

 

 

 

 

 

 

 

 

 

 
      Figure 30: An example of when the repetition articulation rule would occur 

 

4.4.17 Ritardando 
 

 The final ritardando rule, “the slowing down toward the end of a musical 

performance to conclude the piece gracefully, is one of the clearest manifestations of 

expressive timing in music.” (Molina-Solana, Grachten, & Widmer, 2010, p. 225) 

This is because the performer is able to add a sense of finality to a song they are 

playing, resulting in a more well-rounded and satisfying conclusion. If even a slight 

ritardando is not observed at the end of a piece, it can lead to the performer’s playing 

sounding uneventful and mechanical. In order to do this the rule acknowledges the 

position of the second to last bar of the piece and increases the lengths of, and the 

gaps between notes that occur after this point. This is done by adding an increasing 
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value (ritvalue) to the lengths of the notes designated to be changed, creating the 

effect of a gradual deceleration that grows more and more apparent for each 

subsequent note. This is achieved by applying the following function to said notes: 

 

Note length = note length + (ritvalue*kconstant) 

Where: 

 ritvalue = ritvalueorig (1st iteration) 

ritvalueorig = 0.005 

  

After every iteration: ritvalue = ritvalue + ritvalueorig 

 

The positions of all subsequent notes are repositioned relative to this length change 

 

 By doing this, the determined piece is given a sense of finality that is “very important 

for expressive playing.” (Philipp, 1982, p. 71) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 31: A comparison of different ritardando curve shapes created by Anders Friberg and Johan Sundberg in 

(Friberg & Sundberg, 1997). Because each note is lengthened by a uniform value, the function this system’s 

ritardando would appear as a linear function  
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4.4.18 Slow Start 
 
 The slow start rule is based on the same principle as the final ritardando, in that 

a performance that suddenly starts or stops at an exactly specified tempo will sound 

lifeless and mechanical. Instead, a gradual acceleration is included at the start of the 

performance in order to give the piece a better sense of locomotion, and to exhibit a 

greater sense of expression in the performance. The rule is applied to all the notes in 

the first bar of the piece, the lengths of which are changed by applying the following 

function: 

 

note length = note length + startvalue 

 

Where: 

 startvalueorig = 0.09 * kconstant 

 startvalue  = startvalueorig 

 

All subsequent notes are repositioned relative to this length change 

 

The variable startvalue is then decreased by applying the function: 

 

startvalue = startvalue - ((startvalueorig/slowstartlength)*count)) 

 

Where: 

 slowstartlength = the total number of notes to be changed 

 count = the current note being changed 

 

By decreasing the length change of each note, a definite sense of acceleration and 

realism can be observed. 
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                   Figure 32: An example of the slow start rule 

 

4.4.19 Social Duration Care 
 

 This rule involves “lengthening extremely short notes surrounded by longer 

notes by adding duration,” (Friberg, Fryden, Bodin, & Sundberg, 1991, p. 51) and is 

implemented in order to portray the fact that performers seldom play very short notes 

for their exact timing values. Unlike crotchets and minims which are easier to play at 

a definite tempo, much shorter notes such as semiquavers and demisemiquavers are 

rendered more difficult to play, given to the fact that the player has less time in which 

to react in relation to the physical actions and cognition required to play the notes. 

Because of this, extremely short notes are often lengthened, due to both the 

limitations of the performer, and as a consequence of expression.  

 The conditions of the rule occur when a note’s length value is that of a 

semiquaver (notelength of 0.25) or less. The rule loops through the array, and if a 

short note is found, the following formula is applied:  

 

Note length = notelength+adjust 

 

Where: 

 adjust = notelength*(adjustment*kconstant); 

adjustment = 0.022 

 

This means that the greater the length of the note, the greater the increase in length, so 

that the effect of the rule is scaled properly. By doing this for the shorter notes of a 
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composition, a more expressive performance can be recognized. 

 

 

 

 

 

 

 

 

 

 

 

 

 
                      Figure 33: An example of the social duration care rule 

 

4.4.20 Track Synchronization 
  

 It has already been observed that certain rules change the timings of certain 

notes, such as making note lengths longer and shorter, and adding short pauses 

between consecutive notes. For a MIDI file with several tracks, applying performance 

rules can be troublesome, as different tracks will contain distinctly different musical 

information. Because of this, performance rules apply dissimilar timing variations to 

different tracks, resulting in these tracks becoming unsynchronized with each other 

during playback, and producing most unappealing and unrealistic results. In order to 

combat this, functionality has been included that synchronizes all the tracks contained 

within a MIDI file to one lead track, culminating in much more acceptable musical 

results. 

 The method used for synchronization is based on an ensemble rule employed by 

the Director Musices known as Bar Sync, which “selects the voice which has the 

greatest number of notes, and adjusts the other voices proportionally so that their 

durations will equal that of the first mentioned voice.” (Friberg, 1991, p. 71) 

However, the synchronization rule for my system selects the voice that has the highest 

average pitch value, thus categorizing it as the lead voice that has the most musical 



!

!

ZZ!

prominence. This process is handled by the LeadFinder class, which finds an 

average of all the pitch values for each track, and returns the index of the track with 

the highest average value within noteArraysOrig. This index is used to select the 

lead track, which the performance rules are then applied to. In order to highlight the 

expressive elements of this track, the TrackSynchronization class 

synchronizes all the other tracks to it. 

 The method synchronizeByLead pursues the following method in order to 

synchronize the supporting tracks to the lead track.   

 

For every note of a supporting track: 

• The note start value of this note is stored in the variable 
supportNoteStart.  

• The method iterates through the original notes of the lead track that are 

unaffected by performance rules, storing the current note start value in the 

variable leadOrigValue   

• leadOrigValue and supportNoteStart are compared to see if the two 

notes would normally occur at the same time. If they do not match the method 

continues iterating through the notes of the lead part. If they do match, they 

are chosen to be synchronized. 

• The method accesses the note start value of the note from the lead track that has 

been affected by the performance rules (adjustedValue), calculates the 

difference between the note start points, of this value and 

supportNoteStart, and adds the difference value to 

supportNoteStart so that the two notes are synchronized. 

• The notes subsequent to supportNoteStart are also moved forwards or 

backwards by the same amount, so that there are fewer disparities in lengths 

between notes. 

• If the supporting note does not occur at the same time as a note from the lead 

track, this note is left unaffected and the next supporting note is examined. 

 

 The following process not only ensures that notes from the supporting tracks are 

synchronized to notes from the lead track, but also subjects these notes to the same 

expressive timing changes, resulting in a more coherent and realistic performance. 
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The final step of the process which moves all subsequent notes forwards or backwards 

by the same amount as the note in question is integral to the process, as if the start of 

a note from a supporting track does not conform to the start of a note from the lead 

track, this step of the process still allows that note to be synchronized. 

 

 

 

 

 

 

 

 

 

 
   Figure 34: An example of how the Track Synchronization rule operates 

 

 Once the process has been completed, the TrackSynchronization class 

reconstructs the original order of the noteArrays array which is then returned. 

Once this process is concluded, the application of performance rules is complete, and 

the data present in noteArrays is ready to be output. 
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4.5 The GUI 
 
 
 

 

 

 

 

 

 

 

 

 
 
 
 

    Figure 35: An overview of the program’s GUI 

 

 The program features a Graphical User Interface which allows elements of its 

functionality to be accessed and manipulated by the user. While designing the GUI, I 

made sure to take into account the fact that it must “give the impression of simplicity 

and ease of use,” by “considering how the user would like to see information 

presented” (Standard, 2007). The following chapter examines the different 

components of the GUI, their purpose within the program and how they are deployed 

so as to enhance the user’s experience. 
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4.5.1 Input Elements 
 

 

 

 

 

 

 

 

 

 

 

 

 

 
          Figure 36: The input elements of the GUI 

 

 The placement of GUI features follow an approximate order from top to bottom 

so that the user is able to better access and interpret its functionality, and not get 

confused by erratic and nonsensical placement of components. So as to conform to 

this statement, elements regarding input to the system are placed at the top of the 

window.  

 The inclusion of the two buttons labeled “KernScores File” and “Find Barlines” 

ensure that the system is able to take a maximum range of inputs, with the former 

determining whether the cleanKernScore method located in the 

ScoreCleaner class is applied to an input file. MIDI files retrieved from the 

KernScores website (the primary source intended for this project) feature a different 

data structure to those retrieved from other sources, and so the cleanKernScore 

method ensures that the data structure of KernScores files can be properly interpreted 

by the system. In order to allow files from both kinds of source to be accepted, the 

user can choose whether this method is applied. The second button “Find Barlines” 

works on the assumption that MIDI files with irregular time signatures or note 

placements sometimes result in errors being returned by the system’s analysis 

methods. This button disables the analysis methods so that such a file can be 
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interpreted, at the cost of performance rules that rely on data from these methods also 

being disabled. 

 The number boxes labeled “Lead-In” and “Time Signature” allow the user to 

specify information regarding the musical structure of the input file. This information 

is primarily used by the analysis methods to ensure that the performance rules that 

rely on these methods produce pertinent outputs. The “Lead-In” value specifies the 

number of bars “lead in” that a piece contains, while the time signature specifies the 

number of quarter-notes per measure for each bar of the piece. 

 The “browse” button allows the user to locate a MIDI file within their 

computer’s memory, with the location of this file being displayed within the 

“dialogue text field”. By using SuperCollider’s CocoaDialog functionality, the 

user is able to search through the folders of their computer and locate a MIDI file of 

their choosing, which is loaded into the system upon confirmation. The location of the 

file is displayed in the adjacent text field, with the user also able to enter the location 

of the file manually by editing this text field. These methods offer a convenient and 

intuitive way for the user to select their desired input. 

 

4.5.2 Instrument Elements 
 

 

 

 

 

 

 

 

 

 

 

 

 
     

    Figure 37: The Instrument elements of the GUI 
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 Once a MIDI file has been loaded into the system, the user is able to select from 

a range of digital instruments that are utilized by the system’s MIDI player. These are 

selected from a series of drop-down menus, the characteristics of which allow for the 

range of selectable instruments to be accessed with minimal costs to window space.  

Every MIDI track determined by the system features its own instrument and drop-

down menu, allowing for a greater variety of sonic possibilities to be realized through 

different combinations of instruments for each MIDI track. 

 

4.5.3 Performance Rule Elements 
 

  

 

 

 

 

 

 

 

 

 

 

 

 

 
    Figure 38: The Performance Rule elements of the GUI 

 

 The elements of the GUI that control the application and adjustment of the 

performance rules are positioned to the left hand side of the window. Because they are 

a fundamental part of the program, they are clearly displayed and assume a large 

portion of the GUI. Each rule is represented by a label defining that rule, a button to 

control whether the rule is active (the “on/off” button), a number box and a slider that 

change the k-constants of each rule, and a button that describes the effect the rule has 

on the performance (the “?” button).  The rules are clearly labeled so that the user is 

not confused as to which is which, and the fact that each rule contains a button that 
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supplies information regarding its effects (displayed in a separate window) satisfies 

the requirements of “students who want to learn the principles of musical expression,” 

by explaining the consequences of the rule. 

 A rule is determined as active by switching a two state button either on or off. 

The states of this button are labeled, and accompanied by an appropriate colour. Each 

rule’s k-constant is changed by moving a one-dimensional slider horizontally, with 

higher values being exercised by dragging the slider to the right. So that the user can 

actually discern this value, a number box is also included which displays the value of 

the k-constant determined by the slider. If the user wishes to enter a custom value, the 

number box can be edited so as to fulfill this desire. By working in tandem, these 

elements provide an accessible and enlightening means of controlling the k-constants 

and rules of the system. 

 The structure of the system dictates that instead of being applied one by one at 

the user’s discretion, all active performance rules are applied at once when the user 

has finished adjusting them. This process is executed by pressing the “apply rules” 

button, which initiates the applyRules method in the RuleApply class and 

applies the selected performance rule functions to the input file. Because this is an 

important instruction, it is given a high amount of prominence within the GUI 

window and is separated from the rule selection area. By making this button both 

large and conspicuous, as well as placing it in an appropriate place regarding the 

processing order of the system, it can be easily construed by the user. Next to this is 

the “reset rules” button, which for convenience sake resets the active states and 

kconstants of all the rules before calling the applyRules method, returning an 

input to its original state. 
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4.5.4 Output Elements 
 

 

 
 
 
 
 
 
 
 
 
 

 
     Figure 39: The output elements of the GUI 

 

 Elements relating to the output of my system are located at the bottom of the 

window so that the user can be made aware that these features should be accessed 

subsequent to the other functions of the program. The most prominent component of 

these elements is the “play” button, which controls the primary output of a sonified 

version of the MIDI file. The button features two states defined as “play” and “stop”, 

with each state the button is in being complemented by an appropriate colour. In the 

play state, the system produces a sonic output of the input file by playing the routines 

returned by the MIDIPlayer class. If the stop state is then initiated while playback 

is in effect, the routines are ordered to stop.  The tempo slider situated next to this 

button is used to control the speed at which playback occurs, by changing the bpm 

value passed to the MIDI player’s tempo clock. As with the k-constants the value 

embodied by the slider is displayed by a corresponding number box, which can be 

edited by the user in order to return a custom tempo. 

 The secondary forms of output are less prominent, and are accessed through two 

buttons “write file” and “show score”. The “write file” button writes the output data to 

a MIDI file located on the user’s desktop by using functionality contained in the 
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SimpleMIDIFile class that allows note values to be added to a representation of a 

MIDI file, and written to an actual memory location. The “show scores” button uses 

the method SimpleMIDIFile.plot in order to present the user with a visual 

representation of the file that has been written. Because this method is dependent on 

the existence of a MIDI file representation, it is only accessible if the “write file” 

button has been pressed, and a representation of a MIDI file has been created. 

  

4.6 The MIDI Player 
 

 The system’s MIDI player is its primary form of producing an output, and 

allows the data associated with the expressive performance to be sonified. It uses 

SuperCollider’s SynthDef functionality in order to make notes sound at their 

specified pitch and velocity, and SuperCollider’s routine functionality in order to 

make notes occur at their correct timings, thereby recreating the modified musical 

structure of the file. 

 

4.6.1 SynthDefs: 
 

SuperCollider features the ability to create Synth Definitions, collections of 

UGens that can be linked together in order to create or affect sound. Making use of 

the digital oscillator UGens, units that “generate waveforms that can be amplified and 

used as a sound source” (Waugh, 2012) different combinations of these units can be 

utilized in order to construct distinct and “complex sounds built up from individual 

sinusoidal components.”(Collins, 2010, p. 85) This technique has been employed in 

order to build a variety of different instrument SynthDefs, each of which feature 

different timbral characteristics. By doing this, the program is able to output a greater 

variety of sounds, increasing its appeal and usability. 

The program features functionality that allows each MIDI track to be played 

by an individual instrument, allowing for a more varied range of sonic outputs. This is 

initiated within the Instruments class, which controls the production and function 

of the drop-down menus used to select an instrument. When a MIDI file is loaded, the 

resulting noteArrays array containing the musical information for each MIDI 

track is passed into the Instruments class, and by creating a new pop-up menu for 
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each track (detected through the operation noteArrays.size), each track is 

represented by its own instrument. 

The method instrumentFunction allows the state of each pop-down 

menu to be recorded in the array selectionList, with each separate state 

symbolizing a different track and the value of the state symbolizing a different 

instrument. Once playback is initiated by the user, the selectionList is passed to 

the MIDIPlayer class, which uses the array of state values to index an array of 

instruments (synthList) with the instrument returned being used as the Synth for 

the routine corresponding to that track. Each SynthDef features three arguments 

that can be used to change the properties of the sound it produces. These are: 

 

Note: Changes the pitch at which the synth creates a note by manipulating the 

frequency argument of the oscillator UGens, measured in MIDI note number values 

(uses the .midicps function to convert these values into appropriate frequency 

values) 

 

Vel: Defines the amplitude at which the synth plays by manipulating the mul 

argument of the oscillator UGens. Given as a value between 0-127 in order to 

conform with MIDI protocol, which is divided by 127 in order to convert into a value 

between 0 and 1, the correct format required by the oscillator 

 

Length: Controls the length of an individual note produced by the SynthDef 

by controlling various parameters of a synth’s amplitude envelope. This is measured 

in the beat value measurement specified in the quantization section, allowing the 

length of each note to conform to the timing value specified by the data in its note 

array. 

 

By providing differing values for these arguments, the SynthDefs are able 

to produce notes that correspond to the intended sequence specified in the input MIDI 

file. The default instrument used by the system is the piano, as it has already been 

observed that this instrument is capable of producing expressive results. The system 

utilizes the MdaPiano UGen (see the MdaUGens library at: http://sc3-

plugins.sourceforge.net/) in order to achieve this. 
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4.6.2 Routines: 
 

 The actual player works by initiating a Task (a routine wrapped in a pause 

stream) for each track that plays all the notes specified in each noteOffArray 

according to pitch, velocity and timing values.  A loop iterates through 

noteOffArray, and for every iteration, a note corresponding to its place in the 

array is produced, with its pitch, velocity and length values being referenced from its 

coinciding note array, and being passed to a synth as an argument specified above. In 

order to arbitrate correct timings between consecutive notes, the player calculates the 

difference between the note start values of consecutive notes (waiter), and waits for 

the time represented by this value before playing the next note. By doing this for all 

notes an accurate representation of a MIDI track can be stored within a routine, and 

by playing these routines simultaneously, the intended expressive performance can be 

sonified. 

 
4.6.3 Playback Speed 
 

 The tempo of the expressive performance is controlled by providing a 

universal TempoClock as an argument to each Task. In order to establish a definite 

tempo, the TempoClock takes a numerical input of beats per second as an argument. 

The initial value passed to this TempoClock in order to specify the default tempo of 

the performance is the bpm variable defined when the original input data is organized, 

which is divided by 60 in order to give a value of beats per second. By supplying this 

TempoClock as an argument to each Task, a consistent tempo is adhered to by 

each MIDI track.!

 

4.7 MIDI File Output 
 

 Another form of output that the system is capable of producing is that of a 

MIDI file containing MIDI data that has been affected by the performance rules. This 

functionality makes use of Wouter Snoei’s SimpleMIDIFile class (see the wslib 

library at: http://quarks.sourceforge.net/). Not only does this provide the user with a 

wider range of discernable outputs, but it also satisfies the requirements of “users who 
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would like to produce an actual copy of their expressive performance for use 

elsewhere.” 

 The process for this functionality is contained within the WriteFile class 

and is accessed by interacting with the “write file” button located in the GUI window. 

The process takes an input of all the information necessary to produce a musical 

output, the MIDI data for each track (noteArrays), the tempo of the performance 

(bpm), and the time signature and format of the desired file (timeSig, format). 

When the instruction to create a MIDI file is issued, a new instance of 

SimpleMIDIFile is created which in turn places a template for a new MIDI file 

upon the user’s desktop. The file is initiated through the following command: 
 

SimpleMIDIFile.init1(number of tracks, tempo, time signature) 

 

and the MIDI data located in noteArrays is copied to this new file. This is done by 

looping through the track arrays contained within noteArrays, with each note 

array contained within a track being copied to the new file through the method 

SimpleMIDIFile.addNote. This method takes input in the form of: 

 

addNote( pitch, velocity, start time, duration, max velocity, channel, track, sort ) 

  

and by applying the relevant information from each note array to its relevant 

argument, a full representation of the intended MIDI file can be realized. Once the 

information has been copied, the method SimpleMIDIFile.write is executed, 

which writes the file to the user’s desktop. 

 A further method exists that allows the user to observe a visual representation 

of the specified file. After the file is written and the data stored in the 

SimpleMIDIFile object, by pressing the “show score” button on the GUI, the 

method  

SimpleMIDIFile.plot is executed, which plots a representation of the data as  

follows: 
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Figure 40: An example of the output from the SimpleMIDIFile.plot method, and how variations in note 

lengths and timings can be clearly determined by the user 

 

Through this function, an output of a deadpan and an expressive performance can be 

compared, allowing users to better understand how the performance rules affect a 

piece of music. This could prove a valuable resource for those wishing to better 

understand the principles of expressive performance, as this functionality gives a 

visual representation of how notes in an expressive performance are structured. 
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5. Evaluation and Testing 
 
 In order to gain a sense of whether this project has been able to accomplish its 

goals, in particular its main goal of producing an expressive performance, a series of 

tests were carried out which involved groups of intended users assessing its 

performance. An assessment was devised in which participants were required to select 

their preferred choice from a number of renditions of a pre-determined song, with an 

ideal expressive performance created by the system being among these renditions. 

Patrik Juslin believes that “listening experiments, which involve either quantitative 

ratings or forced-choice judgments, have indicated that listeners find it quite easy to 

recognize the intended emotional expression of musical performances,”(Juslin, 1997, 

p. 77) and based on this theory, this kind of “forced-choice listening test [was 

employed] to assess the efficiency of [the system’s] emotional 

communication.”(Bresin and Friberg, 2000 p. 47)  

Because “better performances can be said to occur when listeners are able to 

perceive expressive qualities,” (Woody, 2002, p. 58) it is possible to determine 

whether the system has been able to produce a successful expressive performance, by 

whether an ideal rendition is selected from the range of possible options. 

 “This evaluation by listening puts high demands on both the exact formulation 

of the performance rules and the performance rule quantities. For example, if a rule 

induces a lengthening of one single tone which must not be lengthened, some listeners 

are likely to react negatively, rejecting the rule entirely, even if all other applications 

of the rule in the same excerpts are musically correct.”(Friberg, 1995) Therefore the 

terms of the experiment must be carefully constructed, in order to produce fair results 

that exhibit the ability of the system. 

 

5.1 The Listening Tests 
 

 The listening tests were presented in the form of an online survey completed 

by 35 participants. Of these, 19 classified themselves as musicians, while 16 classified 

themselves as non-musicians. The survey asked for the participant’s age and sex, 

before enquiring after information regarding their musical background and musical 

proficiency. Questions regarding whether the participant regarded himself or herself 
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as a musician, what instruments they played and how often they listened to and 

acknowledged music determined whether they would be capable of evaluating the 

precise musical changes exhibited by the listening tests. 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 41: A Screenshot of the online questionnaire. This can be found at: 

https://docs.google.com/spreadsheet/viewform?formkey=dEEwZUlUd1JBXzdVc3dWc3R2aHhNa2c6MQ 

 

The actual tests involved the presentation of three different versions of three 

separate classical piano pieces. These pieces were selected based on the fact that they 

are highly renowned and easily recognizable by musicians and non-musicians alike. 

Because of this, it could be suggested that the pieces could be more readily analyzed 

due to participants’ familiarity with their musical features and structure. So as to keep 

the survey as concise as possible and not lose the participant’s interest, excerpts from 

the start of the pieces ranging from 20 to 40 seconds were used instead of full-length 

versions. The pieces chosen were as follows (detailed descriptions are provided in the 

appendix): 
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Piece 1: Prelude in C Major by J.S.Bach 

Piece 2: Piano Sonata No. 11 Mvt 3: alla Turca by W.A.Mozart 

Piece 3: Piano Sonata No. 14 (Moonlight Sonata) Mvt 1: Adagio by L.Beethoven 

  

For each piece, three different versions were prepared: 

 

Version 1 (Deadpan Version):  A deadpan interpretation of the song, with no 

performance rules applied. 

 

Version 2 (Ideal Version): An interpretation of the song affected by selected 

performance rules, the k-constants of which were adjusted to an acceptable standard. 

 

Version 3 (Exaggerated Version): An interpretation of the song affected by selected 

performance rules, the k-constants of which were adjusted to an exaggerated level. 

 

The three versions of each piece were played sequentially at the same tempo. 

The order in which they were exhibited was changed for each piece, so as to detract 

from the participant distinguishing any pattern that could make the classification of 

the versions predictable. The participant was able to replay and listen to the three 

different versions as many times as required. 

 Once the participant had acknowledged the three versions of each piece, they 

were asked to state which version they thought sounded the best, why they thought 

this, and which version sounded the most like it was being played by a human. Once 

these questions had been answered, the participant was asked some general questions 

about the different versions of the pieces, including whether they could determine a 

genuine difference between versions, and what types of differences they could 

distinguish (i.e. changes in timing and volume). 

 

5.2 Predictions 
 

 By taking into account the fact that musical performances should “focus on 

sounds used expressively rather than only on the technical,” (Reimer, 1989, p. 204)  
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a prediction can be made that participants will prefer the ideal version of each song as 

it attempts to convey a sense of personal expression, yet in a way that is not so 

exaggerated as to be unlistenable. Further predictions can be made as to what 

demographics of participants will be able to make this distinction. For example to 

paraphrase Justin London, “seasoned musicians are offered praise for being able to 

play “expressively” and with musical sensitivity,” (London, 2012) meaning that 

participants classified as musicians will be more likely to select the ideal version of 

each piece due to their personal experience regarding expressive performance.  

 

5.3 Results and Discussion 
 

 The results gathered from the evaluation generally support the predictions. For 

two out of the three pieces, participants preferred the ideal expressive performance to 

the deadpan and exaggerated versions, with enlightening comments confirming that 

the system has produced a competent output, and satisfied the requirements of 

potential users. A summary of the results for each piece follows. 

 

5.3.1 Piece 1: Bach’s Prelude in C Major 
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        Figures 42 and 43: Graphs displaying the results of the listening tests for piece 1 

 

The results for Piece 1 were positive, with 18 people preferring the ideal 

version compared to 10 people who preferred the deadpan version and 7 people who 

preferred the exaggerated version. In addition to this, very positive results were 

observed in relation to which version was considered most human, with 19 people 

selecting the ideal version compared to 5 people who picked the deadpan version and 

11 people who picked the exaggerated version, showing that the performance rules 

applied to the piece have been successfully interpreted as adding an element of 

realism. 

 On why they preferred the ideal version, participant 30 believed that “version 

1 lacked expression, version 2 seemed to have some expression and lyricism and 

version 3 was rhythmically unbalanced”, with participant 15 agreeing that version 2 

“sounded more natural and had a nice pace”. This shows that the application of 

performance rules to the ideal version have added acceptable amounts of rhythmic 

variation so as to render it authentic and more expressive.  

On its musical features, participant 23 believed that version 2 contained 

“expressive accelerandos and decelerandos, but still with evenness in the quavers,” a 

suggestion that the harmonic charge rule which produces such effects has been 

utilized properly. However, some criticism also arose as to the outcome of the 
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performance rules’ application. Participant 14 stated that although I could hear the 

intent of making extremely rigid performances sound more like a human 

performance, I found irregularity of the ‘expression’ of versions 2 and 3 to be 

annoying”, with participant 20 stating that “the slight delays and slight off timings of 

some of the notes in the second two were just too noticeable after hearing the first 

song.” Because of this, it could be suggested that some performance rules affected the 

piece to a disagreeable extent, causing certain irregular timings to be rejected by some 

individuals. 

 

5.3.2 Piece 2: Mozart’s Rondo alla Turca 
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Figures 44 and 45: Graphs displaying the results of the listening tests for piece 2 

 

The results for the second piece were also positive, with 17 people preferring 

the ideal version of the piece compared to 9 people who preferred the deadpan 

version, and 9 people who preferred the exaggerated version. In addition to this, 19 

people believed that the ideal performance sounded the most human, with only 6 

people attributing this belief to the deadpan version and 10 people attributing it to the 

exaggerated version. 

On why they believed version 3 to be more musically proficient, participant 33 

stated that “there was a greater smoothness/feeling compared to version 2, whereas 

version 1 was harsh/aggressive and lacked smoothness, ” while participant 29 

believed that “version 2 had the most confident sound.” This shows that although the 

performance rules have definitely affected the timings and velocities of the piece, they 

have done so to an extent that renders it believable, melodious and featuring a greater 

dynamic contrast, adding a more assertive quality that fits its fast tempo and clear 

melodic structure. On its musical features, participant 24 stated that “there was more 

legato in the semi-quavers and a better fade at the end of a phrase” suggesting that the 

legato assumption and phrase articulation rules have had a favorable effect, while 

participant 23 believed that “slight displacement of note timings (mostly in the left-

hand) are not overstated, but just enough to add energy and realism to the piece,” 
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complimenting the rules that produce variations in the timings of notes, and the effect 

the track synchronization rule has on synchronizing supporting tracks to the lead 

track. 

However, there was also condemnation of the ideal version of the piece. 

Participant 25 declared: “I particularly dislike the slowing down and speeding up that 

is displayed in the first and third versions. I don’t think this sounds particularly 

human, it just sounds like it has been played poorly,” an observation shared by 

participant 31 who stated that “there was too much unevenness in the first and third 

versions, they sounded more amateur.” This suggests that accelerandos and 

decelarandos produced by rules such as faster uphill and duration contrast are too 

intense for some peoples’ musical tastes, and give the impression of being delivered 

by a bad musician. If these participants were in control of the expressive performance 

produced by the system, they would be able to reduce the magnitude of such rules. 

 

 

5.3.3 Piece 3: Beethoven’s Moonlight Sonata 
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Figures 46 and 47: Graphs displaying the results of the listening tests for piece 1 

 

 The results of this test were surprisingly negative, with 25 participants 

preferring the deadpan version compared to 6 people who preferred the ideal version, 

and 4 people who preferred the exaggerated version. The results for which version 

sounded the most human were negative albeit slightly more promising, despite the 

deadpan version acquiring the highest result with 14 participants selecting it 

compared to the 12 people who selected the exaggerated version and the 9 people 

who selected the ideal version. The reasons as to why the deadpan version was 

preferred seemed to be due to irregular timings of notes witnessed in the ideal and 

exaggerated versions as confirmed by participant 14 who believed that “the timing 

variations of versions 1 and 2 were more distracting than the boredom of rigidity in 

version 3,” and participant 31 who stated that “version 1 and version 2 were too 

irregular and amateur sounding.”  

The musical features of the affected versions were also criticized, with 

participant 28 inferring that “sustained notes and triplets sounded computer 

generated” for both examples, while participant 33 believed that “version 1 was 

‘clodhoppery’, pedantic and banging the beat.” These criticisms suggest that the 

expressive themes of the piece were not realized, with unrealistic variations in 

musical structure causing the piece to sound artificial and amateur. This could have 

occurred for a number of reasons, such as unsuitable intensities of rules that have a 
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more noteworthy effect on timings such as leap tone duration and melodic charge, or 

the fact that my personal choice of k-constants did not conform to the characteristics 

and style of the piece. Despite these criticisms, some participants embraced the ideal 

version, with participant 13 stating that “it seemed to flow better” and participant 23 

believing that “compared to the rest there seems to be something more subtly human 

[about it], perhaps to do with the slightly longer pauses between phrases.” This 

underlines the fact that there are definite differences between participants’ listening 

preferences. 

 

5.3.4 Musicians Vs. Non-Musicians 
 

 For the two pieces that returned positive results, the prediction that musicians 

would be able to determine the ideal version more readily than non-musicians was 

confirmed. The following tables show the percentage of musicians and non-musicians 

who selected the ideal version of each piece for the questions “Which version of the 

piece did you think sounded the best?” and “Which version did you think sounded 

like it was being played by a musician?”  

 

!"#$"%&'(")*+),'#&-$-,'%&.)&/'&)
."0"$&"1)&/")21"'0)3"#.-*%)'.)&/"-#)
,#"+"##"1)3"#.-*%) !-"$")4) !-"$")5) !-"$")6)
78.-$-'%.) 9:;) 9:;) 4<;)
=*%>?8.-$-'%.) 6:;) 6:;) 4@;)

 

!"#$"%&'(")*+),'#&-$-,'%&.)&/'&)
1"&"#?-%"1)&/")21"'0)3"#.-*%)&*)
A")&/")?*.&)/8?'%) !-"$")4) !-"$")5) !-"$")6)
78.-$-'%.) 9:;) <:;) 44;)
=*%>?8.-$-'%.) 9B;) 6:;) CC;)

 
Figures 48 and 49: Tables showing the percentages of musicians and non-musicians who selected the ideal 

versions of the pieces 

 

 For pieces 1 and 2, musicians were more accurate in detecting the piece with 

the ideal amount of expression applied. This could be because “musical training 

enhances an individual's ability to recognize emotion [and expression] in sound,” 

(Leopold, 2009) enabling musicians to identify acute differences in timing, velocity 
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and pitch that they perceive as musical expression due to their own personal 

experience of performing musical pieces, and their “finely tuned auditory 

systems.” (Leopold, 2009) For piece 3, the fact that a relatively high percentage of 

non-musicians determined that the ideal version was the most human could be an 

indication of non-musicians’ musical inexperience, as a comparably low percentage 

of musicians have selected this option. Because the general consensus shown by the 

first table is that this version of the piece features undesirable musical effects, scrutiny 

is placed upon the non-musicians’ ability to detect subtle auditory differences, 

highlighting the fact that the demographics who will gain the most satisfaction from 

the system are musicians. 

 

Further general results regarding the listening tests can be found in the appendix. 

 

5.4 System Efficiency and Usability 
 

 The efficiency of the system can be judged on the time it takes to complete 

certain processes relating to its functionality. Each major process the system executes 

was tested on a variety of MIDI files ranging in length and complexity. By doing this, 

the efficiency of each process can be related to the nature of the function it must carry 

out. The results were as follows. 

 

5.4.1 Loading a File into the System 
 

 This test regards the process undertaken when the user selects a MIDI file to 

load from their computer using the browse button, readying it for rule application and 

playback. The main processes that occur through this action consist of:  

 

• Unwanted data being removed from the file via the ScoreCleaner class 

• Data in the file being arranged and organized by the MIDIOrganize class 

• The analysis methods (Barline Detector, Key Detector and Phrase Detector) 

gathering musical information relating to the file 
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Results for this process were rather efficient, and are summarized in the 

following tables: 

 

Single-track files: 

D-0")0"%(&/) E-?")E'F"%)
G/*#&)HI9BB)%*&".J) 2%.&'%&'%"*8.)
7"1-8?)H9BB>5BBB)%*&".J) 2%.&'%&'%"*8.)
K*%()HL5BBB)%*&".J) I)BM9)."$*%1.)

  

Multi-track files: 

D-0")0"%(&/) E-?")E'F"%)
G/*#&)HI5BBB)%*&".J) I)4)."$*%1)
7"1-8?)H5BBB>CBBB)%*&".J) I)4)."$*%1)
K*%()HLCBBB)%*&".J) I)4B)."$*%1.)

 
Figures 50 and 51: Tables showing the efficiencies of loading a file into the system 

 

 

It should be noted that long MIDI files (4000+ notes) with multiple tracks and 

complex structures took a relatively long time to load, (less than 10 seconds) a 

problem that is unavoidable due to the complexity of the data. Although effort 

could be made to streamline this process in order to shorten the time taken to load 

these longer files, it can generally be classed as efficient, especially for single-

track files. 

 

5.4.2 Applying Performance Rules 
  

 This test regards the procedure employed to apply performance rules to a 

MIDI file. The main processes that are executed include: 

 

• Applying a selection of performance rules to the lead track of a file 

• Applying rules that affect velocity to any supporting tracks 

• Synchronizing files that contain multiple tracks 
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Results for the efficiency of this process were largely acceptable. Tests were 

carried out by firstly applying eight, and then sixteen performance rules to single and 

multi-track MIDI files of differing lengths. The results were as follows: 

 

Single-track files 

D-0")0"%(&/) E-?")&'F"%)&*)',,0N):)#80".)
E-?")&'F"%)&*)',,0N)4<)
#80".)

G/*#&)HI9BB)%*&".J) IBM9)."$*%1.) I4)."$*%1.)
7"1-8?)H9BB>5BBB)%*&".J) IBM9)."$*%1.) I5)."$*%1.)
K*%()HL5BBB)%*&".J) I5)."$*%1.) IC)."$*%1.)

 

Multi track files: 

D-0")0"%(&/) E-?")&'F"%)&*)',,0N):)#80".)
E-?")&'F"%)&*)',,0N)4<)
#80".)

G/*#&)HI5BBB)%*&".J) I6)."$*%1.) IC)."$*%1.)
7"1-8?)H5BBB>CBBB)%*&".J) I9)."$*%1.) I<)."$*%1.)
K*%()HLCBBB)%*&".J) I49)."$*%1.) I5B)."$*%1.)

 
                            Figures 52 and 53: Tables showing the efficiencies of applying performance rules 

 

As can be expected, the time taken to apply rules to single track files was 

significantly shorter, as the process does not have to apply rules to supporting tracks, 

or synchronize these tracks to the lead track. Because of this, the level of efficiency 

for these files can be deemed acceptable. The same cannot be said for multi-track 

files, due to excessive amounts of time being spent applying rules to longer files. 

Although this could impair the usability of the program, it must be mentioned that this 

procedure is not the intended method of applying performance rules to a file. Instead, 

one rule should be applied at a time so that the user can monitor its effects, a process 

that is instantaneous for all but the longest of files. Therefore if application of rules is 

carried out in this way, the efficiency of the process can be regarded as satisfactory, 

with the usability of the program remaining intact. 

 

5.4.3 CPU Costs of Playback 
  

The following tests illustrate the CPU cost to the computer caused by playback of 

different MIDI files. The tests involved playing a range of simple and complex single 
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and multi-track files, and taking screenshots of the results displayed by the 

SuperCollider server. The findings are displayed below: 

 

Simple single-track file: 

 

 

 

 

 

Complex single-track file (containing elements of polyphony): 

 

  

 
 
 

Simple multi-track file: 

 

 
 
 
 
Complex multi-track file: 

 
 

   

 

 

 

 

Figures 54, 55, 56 and 57: Screenshots of the SuperCollider server showing the cost of CPU for playback of a file 

 
 These results show that that even when complex multi-track files are played, 

the CPU cost is relatively low, with CPU percentage peaking at around 4 or 5%. This 

is due to the fact that the Synths produced by the MIDI player are removed by adding 
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a doneAction command within each instrument’s SynthDef. For every note that 

is played, a new Synth object is created, yet even when these synths begin to build up 

they are quickly removed, meaning that a consistently low average CPU cost can be 

maintained. This puts less strain on the user’s computer, and increases usability. 

 

5.4.4 Writing a MIDI File 
 

 The efficiency of the process used to write a MIDI file is exceedingly poor, 

and not of an acceptable standard. The following tests show the amount of time taken 

to write a variety of MIDI files from an initial input. 

 

Single-track file: 

D-0")0"%(&/) E-?")E'F"%)
G/*#&)HI9BB)%*&".J) I)6)."$*%1.)
7"1-8?)H9BB>5BBB)%*&".J) I)45)."$*%1.)
K*%()HL5BBB)%*&".J) I)9B)."$*%1.)

 

Multi-track file: 

D-0")0"%(&/) E-?")E'F"%)
G/*#&)HI5BBB)%*&".J) L)4)?-%8&")
7"1-8?)H5BBB>CBBB)%*&".J) L)4)?-%8&")
K*%()HLCBBB)%*&".J) L)4)?-%8&")

 
Figures 58 and 59: Tables showing the efficiencies of writing a MIDI file 

 

The only files that could be considered as taking an acceptable amount of time 

to complete this process are short and medium length single track files, with multi-

track files taking far too long to produce a discernible output. In addition to this, 

initiating the process causes an observable spike in CPU usage, which when coupled 

with excessive computing times ultimately renders the process inadequate. I believe 

this problem is due to the SimpleMIDIFile class, as it would seem that that the 

addNote method used to add note data to a file takes an unfeasible amount of time 

to complete. Even by streamlining the code to the best of my ability, the fact that the 

process does not take a reasonable amount of time means that its inefficiency is not 

practical in fulfilling its goals of satisfying “users who would like to produce an 

actual copy of their expressive performance for use elsewhere.”  



!

!

[S!

6. Conclusion 
 

 The primary goal of the project was to produce a superior expressive rendition 

of a strictly quantized, flat piece of music; a goal that I believe has been 

accomplished. Evidence from the evaluation supports this statement, given that on 

two out of three occasions, a range of participants preferred an ideal expressive 

performance of a musical piece produced by the system compared to deadpan and 

exaggerated versions. Due to the fact that a high percentage of participants who 

selected this option considered themselves to be musicians, it can be determined that 

the system has also managed to satisfy its intended users. 

 Although this proves that this goal has been accomplished, it is still possible to 

improve the expressive capacity of the system, as the results for one listening test 

proved strikingly negative. “In an ideal performance all that can be perceived serves a 

musical purpose,” (Askenfelt, Fryden & Sundberg, 1983, p. 40) enforcing the fact that 

every perceivable aspect of an expressive performance (i.e. timings and velocities) 

must be precisely tuned for it to be of an acceptable standard. In order to improve the 

proficiency of the system, the effect the performance rules have on a piece of music 

could be tuned to a more accurate degree, with each rule being evaluated by a range 

of professional musicians before it is deployed. This would mimic the “synthesis-by-

rule” method employed by the developers of the Director Musices, yet by employing 

a higher quantity of musicians to judge the output, the results of the rules could 

potentially prove more accurate.  

 In addition to the accomplishment of this primary goal, the system has also 

generally fulfilled the requirements of sub-groups of users specified in the 

requirement analysis. Efficiency tests have proven that in most areas of its 

functionality the system is accessible and usable, and through appropriate deployment 

of GUI elements, the program can be regarded as being easy to use. By including 

functionality that grants the user access to detailed descriptions of the performance 

rules, the effects of which can be easily determined, it could be proposed that the 

system could be used to educate students on the principals of expressive performance. 

Also, by including the ability to make performance rules active and inactive, as well 

as the ability to control the intensity of these rules through varying k-constant values, 

users are able to produce an expressive performance of their preference, using and 
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tuning the rules to an extent that they see fit. 

 Although the program features the capacity to “produce an actual copy of an 

expressive performance to be used elsewhere,” evidence retrieved from the efficiency 

evaluation suggests that this process takes an unacceptable amount of time to 

complete, rendering it somewhat unusable for producing MIDI files. In order to 

improve this function, an alternative to the SimpleMIDIFile class could be used, 

one that is able to write a new MIDI file in a more efficient manner. 

 Other notable complications regarding the system’s functionality are difficulties 

in accepting certain files as input. Regarding MIDI files from the KernScores website, 

when the MIDI data is returned from these files through the MIDIFile.scores 

method, the format of this data varies erratically for different files. The following 

figure shows the differences between the formats of data for two different KernScore 

files, leading to complications in passing this data into the system for interpretation. 

 
    Figure 60: An example of the disparities between different MIDI files accessed from the KernScores website 

 

 Because of this, designing a suitable algorithm that was capable of interpreting 

all the files hosted by the website was rendered impossible, meaning that many files 

retrieved from KernScores cause errors when a user attempts to load them. This error 

could be viewed as a fundamental flaw, as it greatly limits the range of inputs that the 

system is able to accept. If further work was carried out, a process that was able to 
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properly determine the difference between actual note data and status data would be 

developed, enabling the system to accept any MIDI file as an input, and increase the 

practicability of the system.  

 In addition to this, the system is unable to automatically determine the time 

signature and amount of bars lead-in contained within a MIDI file. Because the user is 

forced to do this manually, the usability of the system is rendered more complex, and 

the input of incorrect values can lead to errors associated with the analysis methods. 

Although the inclusion of the “barlines” button aids in appeasing this fault, a means of 

automatically determining these properties would be a very desirable feature should 

further improvements be undertaken. 

 I was also unable to complete the extension task of integrating a step sequencer 

into the system, that was able to accept musical input specified by the user and apply 

performance rules in order to create an expressive rendition of this material. I 

personally believe that the inclusion of this functionality would be a feature unique to 

the system, drastically improving its relevance and appeal. However overall, I chose 

to instead concentrate on improving the capability of the performance rules, in order 

to satisfy the primary goal of the system. If further work was carried out on the 

project, this distinguishing feature would be implemented. 

 In conclusion though, the project can be regarded as a success, in that it has 

fulfilled its requirements, and shown that based on the application of a series of 

specified rules, a computer is able to produce an expressive musical performance. 
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8. Appendix 

 
8.1 Project Log 

 
Week 1 (Starting 03/10/11): 

Researched what factors make music expressive, as well as certain systems developed 

that can make ‘stiff’ MIDI files more emotive and expressive through a variety of 

methods, such as ‘analysis-by-synthesis, machine learning methods and ‘analysis-by-

timing’. 

 

Week 2 (Starting 10/10/11): 

 Had an in depth look at how MIDI works, and explored certain SuperCollider classes 

that analyze MIDI files and present the MIDI data as an output (MIDIFile and 

MIDIFileAnalyse).  

 

Tutor meeting 1: 

Was told to start collecting MIDI files and begin working on basic MIDI 

functionality, such as changing the characteristics of four uniform notes in order to 

produce expressiveness. 

 

Week 3 (Starting 17/10/11): 

Managed to use the MIDIFile class to accept simple MIDI file inputs. Learnt about 

how the data in the array related to the musical elements of the file. Collected more 

further reading and downloaded the program MidiSwing that allowed me to write my 

own type 0 MIDI files, and showed me the timings and classifications of the MIDI 

events. 

 

Week 4 (Starting 24/10/11): 

Managed to sort the note on and note off events into two separate arrays, so that vital 

values such as “notelength” and “notestart” could be determined through various 

methods. Began working on a simple MIDI playback device that is able to play a 

single melody line of notes with no polyphony.  
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Tutor meeting 2: 

Was told to keep collecting MIDI files, using the KernScores website as a resource. 

Was also encouraged to start developing rules for expression, and start developing a 

strategy for polyphonic and multi-channel material. 

 

Week 5 (Starting 31/10/11): 

Continued working on the playback system, enabling it to play polyphonic sequences 

that feature overlapping notes playing at the same time. Managed to quantize the 

playback system so that it played notes for the correct amount of time and with the 

write time intervals in-between notes. 

 

Week 6 (Starting 07/11/11): 

Improved playback system so that it is more versatile, and began ordering the MIDI 

data into a more manageable format so that performance rules could be applied. 

Started working on Interim report. 

 

Tutor meeting 3: 

Was told to continue developing rules for expression begin using these rules to induce 

expression upon individual notes, so that part of a working system would be complete 

by week 10. 

 

Week 7 (Starting 14/11/11): 

Continued to develop performance rules based upon the KTH rules. Managed to 

implement simple rules such as high loud and high sharp. Also began thinking about 

some of my own rules that I could apply. Finished interim report. 

 

Week 8 (Starting 21/11/11): 

Continued working on rules, ensuring that they were able to change the data without 

unwanted consequences. Employed more complex rules such as leap tone duration 

and leap tone micropauses. 

Tutor meeting 4:  

Was told to prepare a working prototype for the next meeting, in order to assess 

progress made so far, and to see if rules were having a desired effect on the input. 
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Week 9 (Starting 28/11/11): 

Finished most of the performance rules, and began to examine the types of music the 

system would play. Decided to start by applying the rules to basic polyphonic piano 

pieces, (type 0 files that feature 1 channel) and then move on to more complex 

musical styles with more than 1 channel. Used Bach’s Prelude in C Major in order to 

do this. 

 

Week 10 (Starting 5/12/11):  

Produced a working prototype that was able to apply rules and produce a somewhat 

expressive performance of J.S.Bach’s Prelude No.1 in C Major. However, this was 

messily presented in one block of code. 

Tutor Meeting 5: 

Was told to refactor all the rules into classes, so that the entire system was modular 

and more accessible. Was also told to retune certain rules that were causing problems 

(ritardando). 

 

Xmas Holiday (12/12/11-8/1/12): 

Reformatted all of my rules into SuperCollider classes, modularizing my code and 

making the client code much more readable. 

 

Week 11 (Starting 9/1/12): Was focusing on Advanced Computer Music Assignment 

2, so was not able to make much progress with the project. 

 

Week 12 (Starting 16/1/12): 

Began retuning certain rules so that they had a more desirable effect on the expressive 

output. Realized that in order to apply rules properly, you must move all subsequent 

notes forward. 

Tutor Meeting 6: 

Was told to apply rules to other MIDI files, instead of just the Bach piece. 
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Week 13 (Starting 23/1/12): 

Adjusted my system so that the rules were able to affect other pieces, and the system 

was able to play the appropriate output. Was able to affect and play Bach’s Prelude 

No.2 in C minor and Mozart’s Alla Rondo Turca. 

 

Week 14 (Starting 30/1/12): 

Began work on analysis methods, including barline locator and key detector. Found 

out about the find key method from Nick Collins’s OnlineMIDI class, and attempted 

to integrate it into the system. 

Tutor Meeting 7: 

Was told to begin looking at ways in which more complex files could be accepted by 

the system. 

 

Week 15 (Starting 6/2/12): Completed work on analysis methods that correctly 

determined the amount of notes in each bar, and the chord these notes conformed to. 

Began draft report. 

 

Week 16 (Starting 13/2/12): Developed rules that made use of the data from the 

analysis method, including harmonic charge, melodic charge and beat stress. 

Discovered the paper (Friberg, 1991), and followed the rules specified here in order to 

implement the harmonic charge and melodic charge rules to a sufficient standard. 

Tutor Meeting 8: 

Was told to focus on the writing of the draft report, as well as to improve on the 

effectiveness of the rules. 

 

Week 17 (Starting 20/2/12): 

Began designing the GUI for the system, Ensuring that it contained and displayed all 

required elements simply and efficiently. Managed to include functionality that let the 

user choose which rules to apply, and the intensities of these rules. 

 

Week 18 (Starting 27/2/12): Developed the ScoreCleaner class that allowed type 1 

MIDI files to be recognized. Reformatted entire system so that it could handle 

multiple track files. 
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Tutor Meeting 9: 

Was told to improve upon the GUI, and to continue work on the draft report. 

 

 

Week 19 (Starting 5/3/12): Made final improvements to the MIDI player, so that it 

could create and play multiple routines. Realized that the whole process of playing 

files could be made more simple by determining the wait time between consecutive 

note starts, instead of determining the wait time through note lengths and iois of 

notes. This was a personal highlight. 

 

Week 20 (Starting 12/3/12): Worked on the track synchronization rule that allowed 

multiple tracks to synchronize to a single lead track. Also decided to include rules 

regarding phrasing, by creating the phrase detector, and the phrase articulation rule. 

Handed in draft report. 

Tutor Meeting 10: Was told to prioritize the evaluation, so that the system could be 

properly assessed. 

 

Week 21 (Starting 19/3/12): Completed work on the track synchronization method, 

allowing for rules to be applied to a range of MIDI files with agreeable consequences. 

Implemented the phrase articulation rule, and improved GUI so that it was able to 

show descriptions of rules. 

 

Week 22 (Starting 26/3/12): Began tuning rules so that they were able to produce 

more expressive results. Tested this aspect using a range of files so that the rules were 

able to affect multiple files with favorable results. 

 

Week 23 (Starting 2/4/12): Implemented the evaluation, which involved creating 

deadpan, ideal and exaggerated versions of three pieces, designing the online 

questionnaire, and advertising this questionnaire. Began collecting and organizing 

results. 

 

Week 24 (Starting 9/4/12): Devoted entire week to the final report, ensuring that 

descriptions of rules were lucid, and that all sections were of a high quality. 
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Week 25 (16/4/12): Made final adjustments to the system. Final tuning of all rules, 

tweaking of the GUI, and ensuring that the system was able to take a wide variety of 

inputs. Also managed to implement the write file method. 

 

Week 26 (23/4/12): Completed the final report, and submitted the project  

 

8.2 Summary of Rules 
 

Pitch: Changes to the pitch of a note 

Div: Changes to the lengths between notes 

Dur: Changes to the durations of notes 

Vel: Changes to the velocities of notes 

 

Accents: Notes surrounded by longer notes and the first of several equally short notes 

followed by a longer note are accentuated.  

Div, Dur, Vel 

 

Amplitude Smoothing: Ensures there are no excessive changes in amplitude between 

notes. 

Vel 

 

Beat Stress: Emphasis is added to notes that occur at rhythmically stronger positions, 

and removed from notes at weaker positions.  

Vel 

 

Double Duration: A note that is half as long as the previous is made longer, and the 

previous note is made shorter.  

Dur, Div 

 

Duration Contrast: Longer notes are made longer and louder, shorter notes are made 

shorter and quieter. 

Dur, Div, Vel 
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Faster Uphill: Consecutive notes that ascend in pitch are played faster and faster. 

Dur, Div 

 

Harmonic Charge: Properties of notes are manipulated based on the remarkableness 

of chord changes.  

Vel, Dur, Div 

 

High Loud: The higher the note the louder.  

Vel 

 

High Sharp: The higher the note the sharper.  

Pitch 

 

Leap Tone Duration: Shorten first note of an up leap and lengthen first note of a 

down leap.  

Dur, Div 

 

Leap Tone Micropauses: Large leaps in notes are separated by micropauses.  

Div 

 

Legato Assumption: Consecutive notes of the same length are played without gaps. 

Div, Dur 

 

Melodic Charge: Properties of notes are changed based on their relation to the 

current chord.  

Dur, Div, Vel 

 

Phrase Articulation: A ritardando is applied at the end of phrases, and the last notes 

of phrases and sub phrases are made longer 

Dur, Div 
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Repetition Articulation: Micropauses are added between repeated notes.  

Div 

 

Ritardando: The tempo slows down at the end of the piece.  

Div, Dur 

 

Slow Start: The piece begins at a slow speed and gradually accelerates.  

Dur, Div 

 

Social Duration Care: Increase duration for extremely short notes.  

Dur Div 

 

 

8.3 Description of Evaluation Pieces 
 

Piece 1: Prelude in C Major by J.S.Bach 

 The piece is “extremely familiar, and features a simple surface which can 

easily be 'reduced' to a series of chords” (Drabkin, 1985, p. 241) played in a recurring 

arpeggiated structural pattern. These harmonic features allow the melodic and 

harmonic charge rules to truly expose the emotion present in the chord progressions, 

while the recurring arpeggiated patterns test the reliability of my rules to make 

beneficial adjustments over extended periods of time. The piece is played andante at 

100bpm. 

 

Piece 2: Piano Sonata No. 11 Mvt 3: alla Turca by W.A.Mozart 

 The excerpt used is in a “miniature ternary form, and possesses frequent 

repetitions of melodic ideas. A surprising number of keys are used (such as A minor, 

E minor and C major) with bars featuring a natural rhythmic accent on their first 

beat.” (AQA, 2001) The fact that the piece features more definite melodic material 

than the other pieces enables the effect the performance rules have on these features 

to be more closely scrutinized. It also a good test as to whether the track 

synchronization functionality is able to produce a coherent performance, and whether 
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strong structural features such as the various chord changes and accented beats are 

revealed by the rules. The piece is played allegro at 123 bpm in the key of A minor. 

 

Piece 3: Piano Sonata No. 14 (Moonlight Sonata) Mvt 1: Adagio by L.Beethoven 

 In this piece “a dotted rhythm melody is played against an accompanying 

triplet rhythm ostinato” by the right hand, with accompanying bass octaves being 

played by the left. “When the two voices come together, the most skilful rubato is 

required.” Because the instructions of the piece state that “it must be played as 

delicately as possible,” (Miller, 2007, p. 2) this presents the system with a new goal of 

producing a delicate and emotional expressive output, which will be able to test 

whether it is able to employ rubato (expressive timing changes) and conform to the 

emotional requirements of the piece. It is played largo at 54 bpm in the key of C# 

minor. 

 

8.4 Discussion of General Results of Evaluation 
 

 The results of the listening tests can be considered to be generally positive, as 

for two out of the three pieces, the ideal versions were selected over the two versions 

that could be deemed musically unacceptable. In addition to this, answers to the 

questions that gave a general evaluation of the system were altogether favorable. The 

graph below shows the difference between participants who were able to note a 

difference between the different versions of the pieces presented by my system. 
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 This shows that the performance rules had a definite effect on the qualities of 

the musical content of each piece, with clear differences being determined by the 

majority of users. It is of note that the participants who answered “no” to this question 

classified themselves as non-musicians. 

 On what differences participants could notice between versions, answers 

seemed to indicate that the existence of expressive timings of notes were the most 

noticeable features. Participant 6 stated that “timings were noticeably different”, 

while participant 24 stated that the “the main difference was to do with the note 

spacing.” In addition to this, variations in tempo were also observed, with participant 

25 believing that “there was a definite change in tempo in the different examples,” 

and participant 14 stating that “there was consistently one version with very strict, 

metronomic time, while the other two had a method of rubato implemented.” This 

shows that the performance rules that affect the timings and tempo of notes had a 

pronounced effect upon different versions, with rules that have the greatest ability to 

do this such as slow start, harmonic charge and phrase articulation enhancing the 

system’s ability to produce an expressive performance.  

 Musical features of the versions that were deemed to have a beneficial effect 

were observed by participant 23, who declared that “the amount of note quantization 

lead to different amounts of phrasing. Some notes varied between staccato, semi-

staccato and legato between versions.” In addition to this, participant 20 believed that 

“there existed a mechanical vs. a more organic playing style between versions,” 

showing that more superficial changes to the notes made by the performance rules 

ultimately lead to a more natural and expressive musical structure. 

 The main criticisms regarding the expressive renditions that arose were that 

changes in note velocities were not prominent enough, and that the effects made by 

some rules were too intense. Participant 24 stated “I couldn’t really hear much 

variation with velocities, apart from in the third piece,” while participant 31 believed 

that “there was not enough difference in note velocity to give a truly expressive 

sounding recreation.” This may be due to the effects of rules that control the 

variations in velocity such as high loud and beat stress not being emphasized to a 

satisfactory level, or possibly due to other rules that have a more inconspicuous effect 

on velocities, such as accents and duration contrast not being properly tuned. In 

addition to this, certain participants commented on their interpretations of erratic 

changes in timing. Participant 25 stated that “the whole of a piece seemed to shift in 
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tempo, which is realistic to how a beginner pianist would play a piece,” while 

participant 26 stated that “the changes in timings of the notes was most obvious to the 

point of being disturbing.” These criticisms could be due to the fact that some rules 

had a negative effect on the realism of the piece. Reiterating Anders Friberg’s point 

that listeners are liable to reject a rule entirely if it changes a note that should not be 

changed, the effects of each rule must be tuned carefully, and if one slight defect is 

detected by an individual they are likely to denounce the expressive features of a 

performance. 

 Despite this, the information presented above suggests that the system has 

produced an expressive performance that is realistic, intriguing and superior to a 

strictly quantized deadpan performance, and the fact that this has been confirmed by 

its primary audience (musicians) means that this vital requirement has been satisfied. 
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8.5 Full Results of Evaluation 
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