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Abstract 

This project details the construction of a robot capable of taking part in percussive 

interactions with a human user. These are informed by a real time beat tracker and 

an algorithmic composition system, written in the SuperCollider language. 
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Chapter 1 

Introduction 

I propose to develop a musical automaton as the embodiment of an interactive 

music system. One of the most challenging areas within computer music is real 

time performance, and within this, incorporating machine listening techniques to 

include some interactivity between user and system. Whilst the generative aspects 

of an interactive system can allow for greater understanding of human creativity 

(Boden 1990), the analytic aspects can shed light on the complex operation of 

human perception. This area encompasses such a wide range of computational, 

cognitive and social issues that the scope for research and study is almost infinite. 

Further, the role of the robot in today’s society is fast moving from that of very 

little human interaction, to right on the front line as tour guides, domestic helpers, 

aids for tele-existence and increasingly as part of our entertainment systems (Xie 

2003).  

Development of interactive musical robots would challenge people’s 

preconceptions and boundaries concerning the scenarios in which we interact 

with technology and its sophistication and level of involvement within our lives. 

The rewards are clear when working with musical robotics, as you can encapsulate 

almost all the advantages of digital music whilst maintaining the richness of 

acoustic sounds (Weinberg et al 2005). A musical partner not constrained by the 
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limits of human cognition or sensory-motor restrictions can challenge the human 

participant (Oliveros 2007), conversely, the undoubted musical expertise of the 

human brain can maximize the capabilities of a robot. I would hope that any 

system developed could add value to the musical interactions of not just 

technologically savvy musicians, but also those with no musical training and those 

lacking in technical knowledge. 

The I-WARP system, the details of which are contained within this report, 

was developed to provide fulfilling and fluid percussive interactions between 

humans and robots. To achieve this it contains a module for beat location and 

tempo induction that operates reactively and in real time. Further, it provides a 

system for generatively composing rhythmic output to accompany the human user. 

Finally, there is a physical embodiment of this system to perform the rhythmic 

scores generated on acoustic instruments.  

 The report covers the historical context in which the project was 

undertaken in Chapter 2. In Chapter 3, the professional impacts of the project are 

considered and the appropriate steps taken in this regard are detailed. Chapter 4 

provides a general overview of the class structure and operation of the system. 

Chapter 5 covers the need for and implementation of the beat tracking module. 

Chapter 6 details the construction and design of both the circuitry and physical 

structure. Chapter 7 covers the generation of novel output for the robot to 

perform. Chapter 8 outlines the evaluative procedures undertaken and the results 

recorded. Chapter 9 describes conclusions that can be garnered from the project 

and any future developments.  
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Chapter 2 

Historical Context 

The project undertaken encompasses three main fields, automata, algorithmic 

composition and computational analysis of music, all intersecting with the 

discipline of Artificial Intelligence. It is felt pertinent to relay the context in which 

the I-WARP system was developed, as this will aid understanding of motivations 

and success.  

2.1 Automata 

Robots themselves, maybe not as we know them in the 21st century, predate the 

actual expression ‘robot’ by several millennia. Automated machines, or automata, 

generally designed to imitate creatures in nature, had been the subjects of 

engineer’s exploits long before Karel Capek coined the term in his 1920 theatre 

production R.U.R (Rossum’s Universal Robots). Whilst automata designed to actually 

take part in musical interactions are a recent phenomenon, essentially due to the 

arrival of the technology necessary, machines built to play musical instruments are 

a popular theme throughout history. The first recorded automata, built in 1500 BC 

by perhaps the greatest ancient technologists, the Egyptians, was a human-like 

horn player attached to a clock (Culbertson 1963), and this theme continued to 

appear throughout history up to Vaucanson’s 18th Century Singing Duck (Hugill 

2007).  



8 
 

Whilst amazingly intricate and mechanically fascinating, the vast majority 

of automata built up until the 20th Century inhabited the recreational or fun, rather 

than practical, end of the engineer’s spectrum. Leonardo Da Vinci experimented 

with automated toys, whilst a vast mechanical theatre was devised at the palace of 

Hellbrunn in Austria. The limitations in application can be seen to arise from the 

lack of adequate power supply, with simple mechanics, gravity or waterwheels the 

only existing driving forces (Culbertson 1963). The other common missing factor 

between these automata and the more hi-tech robots we think of today is the 

element of feedback from the external world, rather than execution of fixed 

routines. From this, it can be seen that the two greatest catalysts to automaton 

development are the harnessing of electrical power to drive mechanical devices 

followed the technology that allows the vast data storing and processing power of 

modern computers.  

  

Fig. 1 Kircher’s design for a water-powered organ with automata (Ord-Hume 1973) 
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Into the 20th century, perceptions of robots entailed that they display a 

certain amount of human-like intelligence (Staugaard 1987). In his visionary 

paper, Computing Machinery and Intelligence, Alan Turing laid the groundwork for 

the field of Artificial Intelligence, providing the perfect accompaniment to 

stimulate the development of more advanced automata. Proposing the concept 

that a non-human machine could possess intelligence had huge technical, 

theoretical and even theological implications (Turing 1950), and if such as 

machine was to exist, then providing it with some physical embodiment seemed 

like a logical step.  

Early computationally driven robots implemented a Sense-Model-Plan-Act 

approach (Lumelsky 1993); however, this method proved very limiting as it 

provided systems lacking the robustness and reactivity to survive in changing 

environments. In the late 1980s and early 1990s Rodney Brooks’ theories of 

embodiment, situatedness and emergence revolutionised the AI community and 

brought robots to the fore by instilling a belief that intelligent systems must have a 

tight coupling with the environment they exist in, a feat only possible with robotics 

(Pfiefer & Iida 2003). In the 21st Century there is a focus on sociable robots that 

can interact, learn from, teach and even befriend the humans they encounter. This 

requires robots that interact in an intuitive and human like manner, incorporating 

human adaptability to novel situations and plasticity to learn from the 

environment they exist in (Breazel 2002a). 
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Fig. 2 The range of emotions capable of being expressed by Kismet (Breazel 2002b) 

2.2 Interactive and Generative Systems 

Formalised systems for generating music, once again, predate the computer by 

several centuries. In 1026, Guido d’Arezzo developed a rule base for composing 

melody lines based on text (Roads 1996). Later, with the formalisation of western 

tonal music came formalised methods of composition. This allowed for rule-based 

compositional aids or games for generating new compositions based on varied 

recombination of precomposed material. Examples of this are Mozart’s 

Musikalisches Wurfspiel dice game or the 1822 kaleidacousticon, a game that 

claimed to provide the rules for composing 214 million waltzes. These lay the 

groundwork for a stochastic approach to composition that formed the basis of the 

vast majority of algorithmic compositions, computational or otherwise, from then 

until the modern day. Stochastic composition implemented without a computer 
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was apparent right through into the 20th century, with John Cage’s compositions by 

rule in his work with the I Ching and later with the indeterminacy incorporated 

into compositions of La Monte Young and Yoko Ono. 

 Whilst suggesting that computers may never originate anything or create 

anything inherently novel (Boden 1990), it was Lady Ada Lovelace who first noted 

Charles Babbage’s Analytical Engine could be used for compositional purposes 

back in 1842 (Hugill 2007). However, it was not until the technology became 

available could this be realised. As the compositional load increased with the 

complexity of algorithm used, incorporating computers to aid in the vast 

calculations seemed like a logical extension and it is Hiller and Issacson are lauded 

with first implementing computers to execute musical composition in 1956 with 

their The Illiac Suite for String Quartet (Roads 1996). In the 1960’s, both Iannis 

Xenakis, with ST-xxx, and Gottfried Michael Koenig’s Projekt 1 used computers to 

introduce random elements to help select pitches, timbres, rhythms and dynamics 

in an automation of the serial process (Essl 2007).  

 It was not until the introduction of the MIDI protocol, combined with the 

processing power to generate music in real time, that systems could be created to 

allow interaction between the human and computer. MIDI provided a large 

amount of specific and accurate data regarding elements such as pitch and note 

onset, allowing for high level analysis like key and beat induction to direct the 

computer’s generative processes (Rowe 2009). Whilst some systems took direct 

MIDI input, other early systems, such George Lewis’ Voyager, designed for 

improvisation between itself and trombone, converted raw audio data into MIDI 
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(Lewis 2000). The exponential increases in processing power and memory storage 

have lead to the development of higher and higher level music specific 

programming languages (Ge Wang 2007). These environments, such as ChucK, 

Max/MSP and SuperCollider, have helped make compositional algorithms and 

computational feature extraction a core of contemporary electronic music (Essl 

2007).  
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Chapter 3  

Professional 

Considerations  

3.1 Ethical 

There may be some who see this project as an attempt to create a system that will 

replace human participation in human-human musical interaction, thus affecting 

the lives of both professional and amateur musicians and creating a conflict of 

Section 2 of the British Computer Society (BCS) Code of Conduct. However, this 

concern would be unfounded as, primarily, it is very unlikely that I will achieve any 

sort of musical competence remotely close to mirroring that of a skilled human 

musician. Secondly, it is not the aim of this project to encroach on human-human 

musical interaction, rather, to explore human-machine interactions. Contrarily, in 

the modeling of musical interactions and development of a non-human system that 

is able to participate in musical activities, we can gain a greater understanding of 

human creativity and musicality.   

 In exploring these avenues and exhibiting the outcomes, I will hopefully be 

increasing people’s awareness of the capabilities of computers and the current 

developments of interactive music systems. However, when exhibiting the system, 
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whether in an educational scenario or public performance, I will be sure to express 

both the limitations and actual achievements of this system as to avoid 

misinformation, in keeping with Section 10 of the BCS Code of Conduct. Moreover, 

I will be sure to respect my colleagues in the field whose research has aided me in 

this project by making their contributions known, as well as creating awareness of 

others achievements and research in similar fields. As my output is purely acoustic 

and my composition is generative, I will have no issues with using copyrighted 

audio or scores. 

 In building any automaton, we must take into consideration the largely 

improbable possibility of robots developing beyond their designed purpose and 

taking dominance over the human race. However, as long as all research is allowed 

to be open for public scrutiny and developers consider the ethical ramifications of 

their work, this is highly unlikely (Whitby & Kane 2000).  

3.2 Health and Safety 

As I am dealing with live electronic circuits, I may be exposing members of the 

public to a health and safety risk, whether in proximity at development stages or in 

an audience at a gig or presentation. As is my responsibility under Section 1 of the 

BCS Code of Conduct, I take this risk seriously and have investigated the 

implications of working with an electrical current in an unsealed unit. However, it 

would appear very little risk is posed, as I will be using 4 AA alkali cells, amounting 

to 6V, and this poses no threat of injury through contact. I am also dealing with 

moving parts (solenoids and beaters), which means I must take care that any 
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caution is exercised to avoid injury to others and myself. This will include taking 

precautions such as placing moving electronic components in a protective casing, 

keeping a barrier between the robot and the audience during performances as well 

as making audience members aware of the dangers. 

3.3 Evaluation 

I executed the qualitative assessment of my system by observing and then 

questioning both musically trained and non-musically trained participants after 

interacting with the system. For a formal assessment it is crucial this is done in an 

appropriate and ethical manner, with appropriate permissions gathered. However, 

the evaluation I carried out was strictly informal and all data was deleted after the 

writing of this report so no official consent was required. 
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Chapter 4  

System Overview 
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Chapter 5  

The Beat Tracker 

5.1 Meter, Tempo and Timing 

Most people will note a human ability to move, play or sing along ‘in time’ to music, 

but what do we mean by ‘in time’? What information do we collect from a raw 

audio stream that affords us this ability? Gouyon & Dixon specify three separate 

features that can be used to describe the rhythmic aspects of music, namely, meter, 

tempo and timing (Gouyon & Dixon 2005). Meter implies the positioning of 

periodic ‘beats’ in time that may happen to, or not, coincide with an actual auditory 

event (Temperley 2001). There can be many levels of metrical structure within a 

single piece of music or performance and these should adopt a hierarchical 

structure, in that; any beat at a higher level should coincide with a beat a lower 

level (Gouyon & Dixon 2005). At this point, it is important to note the ambiguous 

nature of meter, as its interpretation can vary widely across ages and cultures and 

is closely linked to both timbral and style specific cues (Collins 2005). Within this 

hierarchy, tempo is defined the most prominent metrical level.  

It is also pertinent to note that very little human performance follows an 

exact mechanical pulse. Small deviations from meter can be considered as changes 

to either tempo or timing, with changes to timing only relating to a short 

discontinuity in the pulse. These have been shown to be far from arbitrary, rather, 
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occurring at specific positions within the pulse for the performer to express to 

some personal interpretation of a piece (Gouyon & Dixon 2005). If we consider 

these rhythmic features to be analogous to a periodic signal, the tempo can be seen 

as the periodicity and the position of an event within this as the phase (Collins 

2010). 

5.2 Challenges for the I-WARP Beat Tracker  

As alluded to above, a beat tracker will never be perfect, as no ground truth exists 

for tempo and beat. Due to this, a universal beat tracker is unlikely to ever be 

designed and the most efficient and effective modules will be built for purpose. 

Whilst it has been attempted to develop a computational beat tracker that operates 

in real time, there are several challenges posed by this intent. Primarily, as the 

system is using a computer as an intermediate between the user and robot, latency 

that exists for analogue to digital conversion must first be factored, as well as 

processing time. These considerations mean the system will never operate truly in 

real time, however, the delays can be considered analogous to latencies in both 

human reaction and information transfer. The latency of a human’s reaction to 

improvisational novelty has been identified as a minimum of 0.5s (Collins 2005), 

whilst there also exists a physical sensory-motor latency from brain to body when 

executing any non-reflex action. Thus, in theory, latencies in information transfer 

and reaction time with a computer can be seen as surmountable when considered 

in comparison to a human musician.  
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Further, the I-WARP system suffers from a lack of higher-level information 

available to other systems. Being causal, it only has information available from 

events that have happened in the past. This means it cannot use data from further 

forward in a piece to confirm estimations concerning beat locations in the present, 

such as with beat trackers that take overall structure into account (Dannenberg 

2005). Moreover, there are no stylistically expected local metrical structures or 

harmonic cues that can be used to guide estimations. Some systems attempt to 

identify percussive cues in polytimbral music and use predetermined rules to help 

with beat and meter tracking. These assumptions, such as expecting snares are 

more frequent on the upbeat and kicks may represent the start of a bar, are 

commonly used as a guide when dealing with 20th Century popular music (Gouyon 

& Dixon 2005). Although the djembe can produce multiple timbres, using a low 

quality contact microphone for input, whilst satisfactory for detecting the 

amplitude fluctuations needed to identify onsets, does not allow the use of spectral 

and timbral information used by some systems.  

5.3 Feature Extraction 

In order to determine the location of beats and estimate the tempo of performance 

when operating a sub-symbolic approach, it is necessary to extract some temporal 

features, generally executed by a process of onset detection (Rowe 2009). Whilst 

using MIDI messages would have provided much higher level and accurate 

information, a preference is shown towards the use of acoustic sounds. Further, an 

acoustic drum is a far more intuitive and well-known approach to percussive 

performance than an equivalent MIDI controller, such as drum pads.  
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Not all methods of onset detection are appropriate for operation in real 

time as they require some type of look ahead; information not afforded to the I-

WARP system, or they are computationally expensive (Stowell & Plumbley 2007). 

Whilst there are many problems associated with onset detection, the majority 

relate to polyphonic and polytimbral music. This problem is not encountered by 

the I-WARP system as it is primarily designed for purely monophonic percussive 

input. Consequently, possibly even simple processing such as thresholding, 

transcribing an onset as any amplitude over a given a threshold, may have been 

sufficient.  

Developing an onset detector is a complex procedure and could have 

constituted a project in its own right. As the system was already being developed 

in SuperCollider, which provides a built in onset detector, it was decided to use 

Stowell & Plumbley’s Onsets UGen to extract features from the raw audio data. The 

onsets are converted into a list of inter onset intervals within the IWARPBeats 

class, which will provide the data inform the calculation of a tempo and beat 

locations. The inter onset intervals (IOIs) are calculated using SuperCollider’s 

AppClock, which whilst less exact than the SystemClock, is in fact accurate to less 

than a millisecond, far beyond the perceptible human range for latency.  

5.4 Tempo Estimation 

Whether dealing with the information in either a symbolic (e.g. MIDI) or sub-

symbolic (e.g. audio) scenario, the challenge of computational tempo induction can 

be boiled down to the issue of quantisation, where inter-onset intervals are 
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converted into discrete notes (Desain & Honing 1999). Continuing the waveform 

analogy, we are looking for a periodic pulse that best fits the inter onset intervals, 

the frequency of which can be considered the tempo.  

 Early research into tempo induction was carried out by Longuet-Higgins, 

who used the deviation of an event from the expected downbeat position to correct 

his tempo calculation. This was implemented by assuming the first two events are 

downbeats and so the interval between them to be the initial period. This was then 

used to predict the position of the next downbeat (Allen & Dannenberg 1990). 

Allen & Dannenberg suggested an improved model in which previous tempos are 

used to inform the process with decaying influence. Further, they implemented an 

estimated confidence check as to whether an event was a downbeat to influence its 

effect on the tempo (Allen & Dannenberg 1990).  

As afore mentioned, the I-WARP system is causal, in that, it only has access 

to information from the past (Collins 2010). Taking this into account, it applies a 

window that considers all events in the past 2 seconds, roughly analogous to the 

humans perceptual present (Collins 2005), with the tempo is re-estimated every 

0.5 seconds. An exhaustive search approach is implemented in which every event 

within the window is estimated it’s best fit at every tempo between 60bpm and 

180bpm. This calculation takes into account an IOI’s proximity to 1/2, 1/4, 1/8, 

and 1/16 notes at each tempo, resulting in an error value which is used to select 

the best fit. Further, the sums of neighbouring IOIs are also calculated and tested to 

supply a larger temporal neighbourhood for verification. 
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Fig. 3 The 8 overlapping windows used over a 4 second period 

 

Fig. 4 Calculating best fit tempo 

 The window size and re-estimation time are very important with regards to 

the balance between reactive and inertial behaviour the beat tracker expresses. A 

large window size and will provide more information of past events, yet in doing 

so will diminish in the impact of more recent information, making the system 

slower to react to changes in tempo. Further, slow rates of re-estimation, whilst 

allowing for more information to be gathered confirming changes before 

implementing them, increasing accuracy, will again increase the latency to change 

in tempo.  
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The I-WARP system needs to operate in real time and be able to react 

quickly to changes, so has a small window and fast recalculation time. However, 

this can result in chaotic and unsettled jumps in tempo that would effect the 

enjoyment of an interaction. This has been overcome by introducing a confidence 

measure forcing tempo fluctuations outside of a given range to receive sufficient 

support before being implemented as a change to the global schedule clock.  

The first instances recognised as containing possible instability are those 

where the tempo may have been calculated as half or double the present tempo, 

for example, a move from 70 to 140 beats per minute. This may not have happened 

as a result of an error in the system or even as a result of the performer to 

doubling the speed of their performance. Legitimately, the system may identify the 

same collection of inter onset intervals as operating at a periodicity of 140bpm or 

70bpm, especially as summed onsets are considered equally. The second possible 

error identified is a sharp jump in tempo not logically related to the current tempo. 

Whilst the user altering their tempo may cause this, it may also be caused by 

incorrect data or by a change in timing, rather than in tempo.  

To ensure these changes are genuine, they are subject to a confidence check 

that requires reinforcement with repeat occurrences before being accepted. If an 

erroneous change is signaled, that is if the new tempo is within 3 either side of half 

or double the current tempo, or if the tempo change is greater than 5 either side of 

the current tempo, then a confidence variable is incremented. Once this variable 

reaches 4 then the change is implemented to the global schedule clock. These 

variables are decaying, in that if they are not incremented and above zero, then 
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they will be decremented on each loop, meaning change must not only be 

reinforced but also reinforced within a narrow temporal window.  

5.5 Phase Estimation 

Being able to estimate a tempo, or periodicity, is only part of the consideration for 

a real time beat tracker. For coherent interactions it is also necessary to locate a 

position within the beats, or phase. Without having some form of phase calculation 

there is the possibility of the robot being in tempo, yet out of phase, with the user. 

This can have an adverse affect, as a syncopated strike within a beat has a 

completely different meaning from one on a downbeat. Phase estimation is also 

advantageous as it maintains a level of reactivity to small-scale changes in timing. 

All scheduling of events is done within the IWARPScheduler class and it is from 

here the global schedule clock operates. Within this class is a routine iterating over 

an events list to an accuracy of 1/32 of a beat and it from this a phase position of 

equivalent accuracy is supplied.  

The phase estimate, to be compared against the actual phase from the 

scheduler, is calculated in the IWARPBeats class. Primarily, the first event is taken 

as a beat (“phase 0”) until enough information is gathered to carry out a phase 

estimation based on past events. Whilst not all onset events will correspond to 

beats, it is assumed that more often than not, a beat will correspond with an onset 

event. From this, we can estimate the phase position by exhaustively searching for 

the best fit between expected beat positions at each phase position and actual 

events. The number of the phase with the best match, that is, lowest error, will 
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refer to the distance to the next beat. This can then tell us the current phase 

position by subtracting it from the number of phases used, in this case 32. This can 

then be verified against the current phase in the scheduler and any corrections 

necessary made. 

 

Fig. 5 Calculating the phase 

This estimation is calculated at the same windows as the tempo induction, 

yet rather looking back two seconds, extends to consider the expected positions of 

the previous four beats. Correcting the phase at such regular interval often results 

in unstable jumps in the robot’s performance, as this is only an estimation of phase. 

To overcome this, once a hypothesis is made as to the current phase, a further two 

seconds are taken to gather evidence to reinforce its claim before the correction is 

implemented. When a phase is estimated, the distance to the next 3 beats, if this 

estimation is correct, is also calculated. This is then used as a confidence measure 

to see whether onset events occur near these estimated times. If the error is below 

a given threshold then the phase estimate is taken as legitimate and compared to 

the current schedule phase. 
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If an error is identified and corroborated, then a number of issues regarding 

correction exist. Primarily, whilst there is the possibility of an error of up to 31, it 

should in fact never be larger than 16. A suggested correction of 21 forwards has a 

less disruptive equivalent of moving 11 back and thus is treated as such. Further, 

even if corrections are kept below half a beat, this can still be noticeably unsettling. 

This is combated by a smoothing any corrections over a short time frame where 

the phase is never corrected by more than 5 on each 0.5 second window. Any 

excess is corrected across the proceeding windows. Finally, the issue of 

rescheduling events in a queue arises when making phase corrections. Whilst with 

a tempo change scheduled events can remain connected to their respective beat 

positions; changes in phase can cause greater problems (Collins 2006). In this 

scenario, any events in the scheduling queue are skipped over if the phase is 

jumped forwards, similar to the cancelling of short-term schedule lists described in 

(Collins 2006).  
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Chapter 6  

The Robot  

6.1 Embodied Output 

The vast majority of interactive music systems convey their contributions to a 

musical performance with synthesized sounds via a loudspeaker. Further, whilst 

the mechanisation of instruments is not uncommon, the majority of projects tend 

to surrender control to a live performer or to a pre-written score (Weinberg & 

Driscoll 2007). An example of this is the sophisticated engineering left lacking in 

musical autonomy that is Toyota’s trumpet robot (Toyota 2003). It is suggested a 

juxtaposition of these two areas can eradicate the limitations of both. 

Synthesis can manifest as either electronic sounds, chosen to generate 

timbres unavailable acoustically, or as replications of acoustic instruments. 

Advantages to this approach include highly specific control over timbre, such as 

control of onset envelopes for the individual harmonics of a sound. However, 

whilst accurate synthesis of musical instruments has been achieved through 

physical modeling (Collins 2010) and concatenative synthesis (Maestre et al 2009), 

a preference is shown for acoustic instrumentation, especially with percussive 

output. The challenge of accurate synthesis of a percussive strike, due the complex 

nature of the waveform, onset transients and a reverberant decaying envelope, is 

deemed too intricate to produce satisfactory results. In terms of delivery, it is 
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possible to increase the natural, humanistic feeling of a computational 

performance by creating phrasing with precise variations in note velocities. 

However, whilst great control can be achieved to emulate a natural performance 

through synthesis, or even sample playback for that matter, it is felt a poor 

substitute and a personal preference is shown towards performance of physical 

instruments. Weinberg et al point to musical robots as encapsulating all the 

advantages of digital composition whilst maintaining the richness of acoustic 

sounds (Weinberg et al 2006), thus, the I-WARP system contends to be the 

physical embodiment of an interactive music system, such as the Waseda flute 

player (Solis et al 2008) or Georgia State’s Haile (Weinberg & Driscoll 2007). 

 

Fig. 6 Toyota’s trumpeter (Toyota 2003) (left) and the Waseda Flutist (Solis et 

al 2008) (right) 
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Breazel notes the advantages of an embodied interactive system in being 

able to convey para-linguistic, or in our case, para-musical cues (Breazel 2002a). 

These will generally take the form of a visual cue and have been shown to 

influence both and an audience member’s response to a musical performance and 

the musicians taking part in an ensemble performance. Vines et al demonstrate 

that visual perception of a performance aids perception of both emotional content 

and temporal phrasing (Vines et al 2006). Whilst this is in the context of human 

performers, so mainly linked to bodily movement, cross modal perception of any 

kind, in the context of a musical performance, has been shown to alter the 

participant’s experience of the piece. The addition of this extra dimension was 

further motivation in incorporating a physical embodiment of the I-WARP system.  

6.2 Choice of Instrumentation 

Although project proposal stated the desire to automate a full scale western drum 

kit, power limitations imposed by safety concerns have scaled the scope down to 

the inclusion of three handheld percussion instruments into the system. Due to the 

limitations to both design and power, instruments were chosen that would 

produce the maximum amplitude of sound proportional to strike force and those 

that could be played with a beater, as opposed to those that require the flexibility 

of a hand. Further, the three instruments were chosen that would complement 

each other in performance, having distinct timbres and occupying distinct 

frequency bands, possibly analogous to the kick, snare, hi-hat combination of a 

western drum kit.  
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Primarily, a small timbale was introduced due it’s loud, sharp sound from a 

minimal strike force, from Cuban heritage and designed to be played with a triple 

headed, plastic beater (Smith-Brindle 1970). Advantages include a sound roughly 

akin to a snare and the option to be easily played with a plastic beater. The next 

choice was a cowbell, picked due its high-pitched tone and ease of automation. The 

possibility of a metal-on-metal strike directly from a solenoid’s pin to generate the 

required timbre without the need for further mechanisms was definitely an 

attraction. The third is a small tambour struck by a wooden beater, generating a 

loud, bassy sound, deeper to the timbale. Hardheaded beaters provide a brighter 

sound (Smith-Brindle 1970) and are used throughout to increase the 

distinctiveness of each strike.  

6.3 Driving Force and Mechanism 

Whilst restricted by power, there were still many options available for how best to 

automate the instruments. Xie identifies the main sources of energy to provide 

motion for a robot as electrical and gravitational, calling also for a set of flexible 

couplings to constrain and direct the motion produced, to be known as 

mechanisms (Xie 2003). A combination of mechanism and driving force was 

chosen that provided the greatest efficiency, force, ease of control and strike rate, 

as well as generating the least background noise.  

The first electrical component experimented with was a DC motor. A 

motor’s rotary motion could be converted to the linear motion necessary for a 

drum hit by a multitude of mechanisms, such as a rack and pinion, cams, piston or 
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even a direct connection from motor to arm. The main, though by no means the 

only, problem encountered with the DC motor was the lack of control over velocity, 

position or direction achievable. A transistor or relay could be used to turn the 

motor on or off remotely, however, this resulted in sharp bursts motion with the 

motor only gradually slowing to a rest after power had been removed. Whilst the 

revolutions per minute speeds would have provided a fast strike rate when 

connected via a cam or piston mechanism, suitable control could not be achieved. 

Further, the noise generated by the DC motor was unacceptable and not easily 

resolvable. 

In an attempt to achieve greater control, a Servomotor was tried. A 

Servomotor’s axial position can be specified via a Pulse Width Modulation (PWM) 

signal (Igoe & O’Sullivan 2005) and so provides much greater control of position 

and speed than a DC motor. However, any gains were a trade off against both 

revolution speed and torque. Further, whilst the Arduino environment provided a 

simple library for controlling a Servomotor, there was none such equivalent in 

SuperCollider, so it would have been necessary to program a module to supply the 

PWM signal to the motor. These disadvantages made the Servomotor an 

unacceptable choice. 

With rotary motion exhausted, the next clear choice was a solenoid, which 

provided linear motion and with a simple pivot could be converted to the motion 

required to strike a drum. The solenoids proved a highly successful choice, as they 

could be easily controlled via a single transistor and achieve fast reset and firing 

rates. Further, large amounts of power could be generated from relatively small 
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voltages; for example, it is possible to purchase 17W solenoids running from a 6V 

power supply. As there are potentially two points of contact for each iteration of 

the solenoid, once with the pin to the outer casing and then with the pin to the 

ground, if the solenoid is positioned vertically, one downside was the excess noise 

generated. Kapur suggests that a grommet made of a soft material can be used to 

reduce the noise from the solenoid (Kapur et al 2007). To achieve this, a small 

piece of carpet was placed between the pin and the casing and a piece of thick 

insulation foam underneath the pin to absorb the impact with the ground. This also 

solved issue regarding solenoids sticking in the closed position, as full closure was 

not allowed. 

 

Fig.7 Modified solenoid 

Another issue with the solenoids was how to reset them, as they only 

provide motion to bring the pin forwards when turned on, turning off simply 

releases the pin rather than resetting its position. Whilst gravity could be relied on 

to reset the vertically positioned timbale and cowbell solenoids by simply ensuring 
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the pivot was behind the centre point of the beater, this was not the case for the 

horizontally rested tambour mechanism. This issue was solved by modifying the 

solenoid with a small spring between the pin and the casing and by connecting the 

beater to the solenoid housing with elastic cord to ensure the beater reset after 

being struck. This was aided by both the action-reaction bounce between the 

beater and the drum skin and an angled pivot. The spring was later removed as the 

elastic cord proved to be sufficient, thus reducing the work on the solenoid and 

increasing the power on the strike.  

 

Fig. 8 Tambour solenoid reset mechanism 

Hard foam was attached to the end of the pin to both provide a larger area 

at the contact point between pin and beater and reduce noise on impact. With 

regards to the timbale beater, the foam head currently used is a third generation 
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design. The main obstacle faced was that if directly attached to the head, the drum 

strike would be muted and not generate the desired timbre. Resting the beater on 

the head allowed for greater flexibility in strike, however, this caused undesirable 

instability and bouncing, generating excess sound and affecting strike rates. 

Primarily, the head was a rounded cuboid, and was later modified with a lip to 

prevent sideways movement. As this still did not provide enough stability, a third 

design that completely surrounded the beater was developed to provide a middle 

ground between stability and flexibility. 

6.4 Control via SuperCollider 

A microcontroller was considered as the best way of controlling the system 

remotely, available since the invention of microprocessors in the 1970s. 

Microcontrollers differ from microprocessors as they do not require high 

processing power and have more effective input-output capability. They are also 

appropriate for use in this system as they are robust, low cost and small 

(Wilmshurst 2010). An Arduino Duemilanove microcontroller board was chosen, 

due to afore mentioned advantages it shares with all microcontrollers, plus, its 

ease of integration with the SuperCollider language. With the ArduinoSMS plug-in, 

it is simple to interface with an Arduino board via the SerialPort class in 

SuperCollider. The Arduino allows 8 digital outputs, of which only 3 were 

necessary for the current project, giving scope for expansion of the system without 

purchasing further hardware. 
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Fig. 9 Circuit for solenoid control (schematic) 

 The obvious way to control a solenoid is via a transistor. Operating 

essentially as a switch, the transistor can be used to toggle the solenoid between 

the open and closed positions simply by sending a binary 1 or 0 message to the 

Arduino board. When turning a solenoid, or a motor for that matter, off, there is a 

massive back current produced capable damaging other components in the circuit 

or your microprocessor board (Igoe & O’Sullivan 2005). To counter this, a diode is 

placed between the emitter and collector connections of the transistor. As a 

unipolar component the diode acts as a valve, stopping the current from returning 

back through the circuit. 
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The circuit was developed, tested and finally implemented on a solderless 

breadboard, as this allowed the removal and replacement of wires and 

components easily. Initially, stranded wire was used but found that using solid 

core wire far easier and more secure for use with a breadboard.  

 

Fig.10 Arduino, breadboard and battery pack 

6.5 Power 

Whilst the Arduino board enables the use of the 5V power supply of a computer via 

a USB connection, this proved both unsuitable in strength and implementation. 

The only solenoids that could be found operating from a 5V supply were far too 

weak to supply the necessary force to power the beaters. Due to the 

aforementioned back current generated by the solenoid, although the Arduino 
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Duemilanove allows you to attach a 9V battery, this can damage your 

microprocessor board even with a protective diode so powering directly can be 

dangerous.  

To solve this problem a 6V battery pack was used, taking four 1.5v (AA) 

alkali batteries. This allowed any components to be powered from a supply 

separate to the microprocessor and also the use of more powerful components, 

such as the 7W and 4W Black Knight push solenoids used in this project. Whilst 

using higher voltages would allow higher-powered components, thus generating 

louder sounds, there was a need to reduce danger in testing and development as 

well as a desire to avoid the sealed casing that would have been required with, for 

example, mains power. Further, using AA batteries allowed complete portability of 

the system from a readily accessible and rechargeable power source.  

This method of powering, whilst advantageous in some respects, has its 

own downsides. It is necessary for the batteries to being operating at nearly full 

capacity in order for the solenoids to generate enough force to make a satisfactory 

strike. This is not the case for individual strikes, but when more than one drum is 

struck synchronously, spreading the available the current between the solenoids, 

only enough current is generated when the batteries are operating at close to full 

charge. Unless a large supply of batteries is gathered, this limits the possible 

performance time of the system. 

 

 



38 
 

6.6 Building the Body: Construction, Materials and Aesthetics  

The main considerations when building the body of the robot were affordability, 

ease and safety of construction, portability and aesthetics. The materials used in 

construction must be easily available and affordable, due to the lack of external 

funding for the project, as well being easy to manipulate and combine together. For 

example, suggesting the robot be built entirely out of welded steel would be 

unfeasible as there has been no access to welding facilities. For these reasons the 

main structure of the I-WARP system is made from chipboard and most joins are 

enforced with TimeBond wood glue. In terms of actual design, the foremost 

specification was to be structurally robust to allow transportation of the robot to 

various locations and that the drums should be elevated or mounted in some 

manner to allow maximal vibration of the skin. Further, the drums should not be 

immovably attached into the system.  

 

Fig.11 Lego prototype of a solenoid powered beater 
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The body was initially prototyped using Lego, as it was structurally sound 

yet allowed the reconstruction of new forms easily. It would not have been 

appropriate for the final build as its block form limits Lego, allowing only 

rectangular structures and a degree of accuracy of approximately 5mm that is 

unsuitable for the precise nature of the mechanisms. The timbale rests in a square 

box, built so the tuning pins round the edge rest on the rim, giving a firm structural 

base whilst allowing for an air gap beneath. Conversely, the tambour is mounted 

vertically. The mount was constructed from hollow steel rods to which the 

tambour is bolted and is anchored in a tall base built from layered chipboard to 

provide stability to what is an extremely top-heavy structure. 

 

Fig.12 Prototype of timbale pivot   
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The timbale’s pivot was initially also built from chipboard, with metal struts 

to provide holes for the cross bolt acting as the pivot. Between these was a thin 

section of plastic tubing to provide a cradle for the beater. As can be seen in the 

photograph above, this did not provide a stable structure through lack of straight 

contact with the base. Further, the cradle system was restrictive to movement, as 

the beater itself was not directly connected to the pivot. The solution devised was 

to directly pivot the beater about two metal rods slotted into holes drilled into the 

base. This allowed greater freedom of movement and stability.  
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Fig.13 Mounted Timbale and Pivot (Working Drawing)  

 

Fig.14 Mounted Timbale and Pivot (Photo) 



42 
 

 

 

Fig.15 Mounted Cowbell (Working Drawing) 

 

Fig.16 Mounted Cowbell(Photo) 
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Fig.17 Mounted Tambour and Pivot (Working Drawing) 

 

Fig.18 Mounted Tambour and Pivot (Photo) 
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Fig.19 I-WARP Robot (Front)   Fig.20 I-WARP Robot (Profile) 

 

Fig.22 I-WARP Robot (Perspective) 
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Chapter 7  

The Composer 

7.1 Interactivity 

Having detailed the construction of a physical robot capable of operating 

percussive instruments and a system allowing it to induce tempo and phase 

position from raw audio input, this chapter will deal with the generative 

composition of novel rhythmic data. A choice of design exists not only with regard 

to method but also to any stylistic predetermination concealed within, the only 

presupposed constraint being that any method implemented should produce a 

score in a format from which the scheduler can trigger events.  

Whilst rhythmically interactive, the system also has the opportunity to be 

compositionally interactive. The level of this interactivity can be parsed into two 

categories; that ingrained in the algorithm used to generate novel material and the 

real time influence the user can exert upon its output. There exists a fragile 

equilibrium in the balance between possibly limiting, yet reliable, rule based 

approaches and more ambiguous approaches that provide the greater possibility 

of novel creativity. For example, connectionist approaches, such as neural 

networks, to generative compositions have been suggested to supply greater 

flexibility than use of predefined theory or a rule base (Chen & Miikkulainen 2001). 

However, inherently, this reduces predictability and control over output.  
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Further, a choice exists as to the amount of influence the user has over the 

output during performance, ranging from none at all to complete mirroring. The 

latter would consign the system to the instrument paradigm, where the user’s 

input and system’s output operate in a linear relationship (Rowe 1993) and it has 

been stated that some degree of creative autonomy should be afforded to the 

system, making this approach an undesirable one. However, to disregard the user’s 

contributions completely would be to waste a rich source of data that could be 

utilised to enrich the interaction. That is not to say the user should be leading the 

robot, for instance, George Lewis’s Voyager analyses its collaborators input and 

then chooses either to follow it, ignore it or do something exactly opposing (Lewis 

2000).  

7.2 Time Signatures 

By limiting the system to include no tuned instruments, one significant hurdle has 

been removed from the composition process, in that; any system need only 

concern the rhythmic aspects of composition, rather than the melodic or harmonic. 

However, the generation of relevant and varied novel rhythmic compositions 

across three instruments is by no means facile. One major obstacle is the selection 

of a prominent metrical level and the placement of bar lines, most commonly 

expressed in Western music as a time signature. A time signature is presented as a 

fraction, the denominator representing the length of the beat and the numerator 

representing how many such beats make up a bar 
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The determination of a time signature can be seen as inherently linked to 

the generation of novel material, both in composition and delivery. Primarily, 

when composing a score that spans more than a beat ahead, the knowledge of time 

signature is of the upmost pertinence, as context can change the feel of a piece 

dramatically. For example, a four beat loop combined with another four beat loop 

would stay in sync, or equally out of sync, ad infinitum. However, if the user was 

playing a four beat loop (4/4) and the robot a three beat loop (3/4), then a phasing 

affect would occur with the patterns that re-syncing every 12 bars.  

 

Fig. 23 Effect of time signature and starting point on synchronicity 

Whilst methods of time signature induction have been suggested, the 

majority requires more information than is readily available to the I-WARP system. 

Ng et al describe a method for determining the time signature of a score given 
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placements of bar lines (Ng et all 1995). This, however, is of little use given 

problems with accurate transcription and no score with which to gather bar lines. 

Even some methods that only require raw audio are unfeasible, such as using 

harmonic change as a guide to bar boundaries (Goto & Muroka 1999), as this 

information is not available to the I-WARP system. Gouyon & Dixon suggest finding 

multiple metrical levels (periodic patterns of events), using the longer as 

numerator and shorter as denominator (Gouyon & Dixon 2005).  

 

Fig. 24 Opening bars of Happy Birthday 

Even if a correct time signature can be determined, the placement of bar 

lines is still a challenge. If the system is set to commence performance on the first 

beat of its composed material, this should ideally be parallel to the first beat of a 

bar in the user’s performance. If not, this can have a detrimental effect on 

performance as, for example, a tambour hit intended for the first beat of a bar has a 

completely different context on the third. Whilst one can assume the first beat 

played will be the first beat of a bar, this is certainly not infallible. The example 

above is of the opening to the popular song Happy Birthday. It begins with an 

anacrusis, in that the first event corresponds to the last beat of a leading bar, the 
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waltz time bars starting on the second event. Whilst most humans can spot this 

easily, it is most difficult to account for this occurrence computationally.  

7.3 Markov Chaining 

As mentioned above, it was thought important to incorporate some type of 

compositional interactivity into the system, embedding part of the user’s 

improvisation into the composition of novel material. The first approach 

attempted was to generate a Markov model of the incoming data on-the-fly and use 

Markov chaining to generate different, but related, accompaniment. A Markov 

chain is a conditional probability system where future events depend on chains of 

past events (Miranda 2001). In order to facilitate this, incoming data was 

transcribed to a string of symbols representing 1/2., 1/4, 1/8 and 1/16 notes, 

delimited by a space, during the tempo estimation process. This string is then used 

to build an initial tree structure giving the probabilities of one interval occurring 

based on the intervals that preceded it. The model is constantly updated and is 

able to generate new data based on a window of previous output. A fairly large 

window is enabled by the large tree that can be created due by low branching 

factor achieved by limiting the number of possible symbols to 4. The new string of 

notes can then be generated periodically to trigger drums strikes from the 

scheduler.  
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Interval Symbol 

½ or Minim  “m” 

¼ or Crotchet “c” 

1/8 or Quaver “q” 

1/16 or Semi-Quaver “s” 

 

Fig.25 Conversion table for transcription of intervals to strings 

 

Fig.26 Using Markov chaining to generate new rhythms from model of user input 

This, however, is not an ideal approach as, as afore mentioned, metrical 

context can be highly relevant where rhythm is concerned. The above-described 
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method takes no account of metrical structure, even at a sub-beat level, either in 

the modeling or generation stage, creating confusing and disjointed rhythms that 

make cohesive interaction difficult and ultimately reduce enjoyment. To avoid 

these meandering rhythms, often caused by Markov modeling (Thornton 2009), 

there would need to be the top down enforcement of a predetermined rule base to 

translate the raw Markov output. It was felt that this would remove the main 

motivation to create a system with no predispositions towards a particular 

performance style, learning from scratch the feel of the user’s improvisation. The 

large computational load created by the generation of a tree that would only be 

used to vaguely influence a predetermined rule base was considered inefficient use 

of processing resources, so other routes were explored.  

7.4 Optimising Flow 

Csikszentmihaly describes the concept of flow, an optimum enjoyment from an 

activity achieved in the balance between levels of difficulty and skill (Jones et al 

2009). Difficulty with respects to interaction with I-WARP system is considered 

equivalent to the complexity and variation of rhythmic output, a free time jazz solo 

is considered harder to interact with than a simple ‘four to the floor’ drumbeat.  It 

was decided that in order to increase the flow of the interaction, the scope of the 

compositional output should be limited to match the skill of the intended user, the 

author, a novice percussionist with Western musical training. With this, an agreed 

and constant time signature was decided on and predetermined rules for 

generation of rhythms within these bars.  
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Angliss notes that the scale of complexity in algorithmic compositions tends 

to oscillate between the extremes of boringly mechanical and entirely random 

(Angliss 2009). With considerations to both increasing flow and how to best utilise 

the effort spent to make beat tracking and scheduling accurate to 1/32 of a beat, it 

was decided that moving composition towards to more inertial end of the 

spectrum would be fitting. A predetermined rule base will provide the constraints 

to achieve this necessary coherence, however, it is still important to introduce 

variation to avoid complete predictability. To accomplish this a stochastic 

approach was taken, introducing a random element limited by some probability 

(Roads 1996).  The method used is a modification of a 0th order Markov chain to 

involve some evolutionary processes.  

When using a rule base for rhythms, some compositional approach is 

always ingrained into the system. Ethnomusicalogically speaking, the instruments 

chosen twin I-WARP to no individual cultural discipline, with the timbale 

descending from use in Latin samba rhythms, the tambour used generally in an 

orchestral context (Smith-Brindle 1970). Further, there was deliberate avoidance 

of declaring the use of ‘African rhythms’ to suit the djembe, as this can be seen as 

an inaccurate umbrella term for all polyrhythmic, un-Western drumming (Agawu 

1995). Thus, as will be described below, the I-WARP system implements music 

from a clearly Western perspective, keeping to a strict 4/4 time signature. The 

method implemented was to be expected, as aspirations of automating a Western 

drum kit were cited and the selection of instruments justified as analogous to the 
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kick, snare, hi-hat combination. Further, this is the environment the intended user 

was by far the most comfortable in.  

7.5 Evolution of Rhythmic Patterns 

 

Fig.27 Making a new rhythm from the previous generation 

It was thought the desired balance between similarity and variation needed for 

effective computational composition (Miranda 2001) could be achieved by 

implementing a modification of the genetic algorithm (GA) approach. Taking 
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inspiration from biological evolution, the operators used when implementing a GA 

are crossover and mutation. Crossover acts by finding favourable sections from 

within the probability space with mutation acting as a local search operator (Nolfi 

& Floreano 2000) so self referential, yet interestingly varied, rhythmic patterns 

could be generated when applied in a musical system. 

The genotype was chosen was an array of 16 binary values, used to provide 

simple and direct mapping to a rhythmic score. An eight strong generation of 

rhythms would be created, using the previous generation as parents, for each of 

the three instruments. For each new child, two parents are selected using a 

roulette wheel process that favours the fittest rhythms, the new rhythm created as 

a crossover of the parents. The crossover point is always on a quarter note, with 

the beginning and mid points favoured 2:1. This constraining of cross over points 

is implemented as rhythm perception depends heavily on the position of the beat 

in a bar (Paiement et al 2007). There is then a low probability of mutation for each 

beat, a mutation manifesting as flipping a bit in the binary representation. Each 

new rhythm’s fitness is then calculated. The fittest individual is then selected and 

used as the rhythm for the next four bars. This repetition allows some stability for 

the user to lock into, providing some grounding for the interaction.  

 The below table provides a value to be awarded, or deducted, from an 

overall ‘fitness’ value for each rhythm given the occurrence of a strike in that 

location. This value is used to decide which rhythms are favoured for reproduction 

and eventually which the robot performs. GAs are usually used for optimising a 

system’s performance by navigating the probability space and it is this search 
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process that is required, rather than convergence towards some global fitness. The 

homogenisation of the generations, combined with the one-to-one mapping 

between genotype and phenotype, would result is boring and predictable results. 

However, as there are 16 possible factors interplaying within the fitness function, 

the scope for neutral drift is large as two rhythms with the same fitness could bare 

little resemblance to each other. In fact, there could even be a negative gradient for 

fitness as no elitism is implemented.  

 

Fig.28 Reference Table for Fitness Function 
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Chapter 8  

Evaluation 

This chapter details result of both quantitative evaluations, executed in 

order to test the efficiency of the beat tracking algorithm in isolation, and 

qualitative evaluations, which take the form of interviews with users. All 

interviews are strictly informal. Both are carried out either by the author, or in the 

case of external users, under the supervision of the author and serve to evaluate 

either individual aspects of the system or general quality of interaction. 

8.1 The Beat Tracker 

A test was carried out to evaluate the accuracy of the beat tracking algorithm’s 

ability to sync to a varying complexity of rhythms and tempo changes in isolation. 

The input was rerouted from the contact microphone to audio files of quantised 

rhythms, allowing the testing of accuracy against data where exact tempo can be 

known at any one time. All examples shown commence between 2 and 4 seconds 

after the start of the audio, as this is the required time to gather enough initial data 

for the first estimation, after this, estimations are made every 0.5 seconds.  

The first graph shows the ability to sync to a 4/4 drum beat consisting of 

repeated, equally spaced, kick drums at a constant tempo of 100 beats per minute 

(bpm). It shows a great ability to sync to within an accuracy of 1 bpm. 
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Fig.29 I-WARP tempo estimation (constant 4/4) 

Next, the beat tracker was presented with a funk-style drum break, shown 

below, containing kicks, snares, hi-hats and cymbals at a constant tempo of 80bpm. 

It was thought a challenging test as it included spectral information across a wide 

range of frequencies and a syncopated rhythm. The results show oscillated 

estimations between the actual tempo of 80bpm and double-time tempo of 

160bpm. Whilst this demonstrated ability to correctly estimate tempos for 

complex rhythmic input, it high-lighted the difficulty with resolving a tempo to 

either double or half time when simply using IOIs as input.  
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Fig.30 Waveform of drum break  

 

Fig.31 Spectral content of drum break 

 

Fig.32 I-WARP tempo estimation (drum break) 

0 20 40 60 80 100 120 140 160 180
60

80

100

120

140

160

180

Time

T
e
m

p
o

 

 

I-WARP Estimate

Test Tempo (actual)

Test Tempo (double-time)



59 
 

 The final experiment tested the beat tracker’s ability to sync to the same 

4/4 kick rhythm with a tempo varying between 90 and 120bpm every 16 bars 

(roughly 40 seconds). Whilst the same problem with regards resolving a rhythm to 

half time occurs for the section at 120bpm, results showed the beat tracker was 

able to react to tempo changes in under 5 seconds. This is an ideal lag for real time 

performance as it is fast enough to react to deliberate and sustained tempo 

changes in performance, yet inertial enough to allow for changes in timing and 

human error in performance.  

 

Fig.33 I-WARP tempo estimation (varied 4/4) 
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as it can be difficult to elicit feedback during the interaction (Collins 2010).  

However, this can also come in the form of online reaction during the performance, 

such as with John Biles GenJam system, where immediate audience opinion affects 

the genetic algorithm controlling the system (Biles 2003). For the purpose of this 

evaluation, five users, three of them musically trained, were asked to interact with 

the I-WARP system, initially with no prior knowledge of its capabilities. They were 

then asked a series of questions regarding the quality of their interaction. 

Following this they were gradually informed of its functions and asked further 

questions regarding specific aspects of the system e.g. the composer. An interview 

was chosen over a survey as anonymity can result in vague, non-specific response 

(Ariza 2009). Preece notes that observation, whilst being a useful tool for 

qualitatively evaluating human-computer interactions, can be obtrusive, so 

recommends video recording (Preece 1994). However, due to the informal nature 

of this process, this was not deemed a problem. Consequently, below is a 

summarisation of the main points garnered from user trials, combining both the 

interviewee’s responses and the author’s observations.  

8.2.2 Taking the Lead 

Interactions were often reported as disjointed when the user attempted to keep in 

sync with the robot. When prompted to try and set the rhythm themselves 

interactions became much more coherent and sustained periods of in sync 

drumming were possible. Whilst this may seem disappointing, as a desire to avoid 

an instrument paradigm where the robot is perceived as played by the user was 

stated, it is both to be expected and a necessary functionality. In any musical 
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interaction, including human-human, one person must be keeping a stable rhythm, 

and if in the case of the I-WARP system it was the robot who took this role, then 

whilst the phase locking would be of use, the tempo tracking would not. The 

negative aspect of this is some user’s felt they were limited in the complexity of 

rhythms they could perform as they felt it necessary for them to keep a steady beat 

to maintain coherence. However, some saw this as a satisfactory assumption of 

roles and analogised it to providing a backing for the robot to improvise over.  

8.2.3 Instrumentation 

Some users reported difficulty tracking the rhythms of the robot due to the amount 

of instruments. Imposing a limit on beat density on the compositional side could 

possibly alleviate this. Alternatively, evolving the scores for the three instruments 

as one, rather than in isolation, could provide more coherence between rhythms. 

However, this would require a complex fitness function that accounted for 

interactions between all layers. 

The lack of timing variation, monotonous timbre and constant velocity of 

strikes was also criticised, suggesting it gave the robot’s performance a mechanical 

feel. Timing variations, such as a swing feel, could be included in later models as 

the sequencer allows for scheduling of events to an accuracy of 1/32 of a beat. 

However, without physical modification to the robot, change in strike velocity or 

timbral variation of each instrument could not be achieved. The former could be 

overcome by incorporating a potentiometer between solenoid and battery to 

control the force of the strikes. The beater and beating spot has a great affect on 
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the timbre of the strike (Smith-Brindle 1970), so either the drums or the beaters 

root positions would need to be moveable to generate timbre variations in 

performance. This notwithstanding, the use of acoustic instrumentation over 

synthesis or sample playback was lauded by all users. 

8.2.4 Beat Tracking 

At a beat-by-beat level, the synchrony was generally reported to be noticeable and 

coherent. Moreover, users reported good reaction to tempo change and praised the 

gradual nature of these changes. However, the same issue that was witnessed in 

quantitative testing of sudden jumps to double time were also noted and said to be 

off-putting to the user. This could be improved by raising the confidence needed 

for a large jump in tempo to occur.  
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Chapter 9 

Conclusions 

9.1 Beat Tracker 

The beat tracker implemented has been shown to work well both on simple 

rhythms and syncopated rhythms, operating in real time and reacting quickly to 

changes in tempo. Issues were raised as to how resolve a tempo correctly between 

half and double time. However, this is identified as not only a problem inherent in 

the vast majority beat tracking algorithms, but also a problem that is potentially 

unresolvable due to the ambiguous nature of meter interpretation. In terms of 

improvement, the majority of alternative techniques require either the use of 

situation specific information, described below, or information not afforded to a 

causal beat tracker.  

The modularity gained from operating merely from a collection of inter-

onset-intervals means that it is not tied to one type of instrument as input, not 

constraining the system to specific scenarios. However, with this comes the 

disadvantage of limiting the data that could be used to further inform the beat 

tracking process. In general, if a particular input device is specified, unique aspects 

can be identified and exploited to aid the beat tracking process. For example, if 

multiple streams of IOIs from a fully miced-up drum kit were used, individual 

drums could be identified and expected occurrence locations used to inform the 
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system. Alternatively, if tuned instruments where to be used as input, harmonic 

changes could be used as a marker of bar boundaries, aiding any attempt at time 

signature tracking.  

9.2 The Robot 

In terms of expectations outlined at the beginning of the project, the robot 

constructed meets and in some places even exceeds. Three percussion instruments 

have been automated, each fitting together in a robust and attractive design and 

providing a distinctive timbre to the ensemble. Each instrument can be triggered, 

with no audible latency, from the SuperCollider environment. The rates of firing, 

estimated at upwards of 20Hz, are better than even trained percussionist so show 

that the system can offer aspects to a musical interaction beyond that of a human. 

It is felt the robot has neared the optimal achievement based on the 

limitations constraining its construction. These were both financial, as the project 

was self-funded, and practical, with regards to safety. Thus, any significant 

improvement or development would require a change in these areas. Whilst 

amplitude of performance is better than hoped, given the power supply 

limitations, it could be improved on in future builds by the use of higher-powered 

components. This could be achieved by using either a larger battery or mains 

power and would require either further research into electronics or collaboration 

with someone in possession of a wider knowledge. Further, external funding may 

be required to cover the cost of more powerful components. Replacing the 

chipboard in the robot, with either a better quality wood or a metallic framework, 
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would improve the build both structurally and aesthetically, but again would raise 

construction costs.  

The addition of extra instrumentation is desirable as more complex 

rhythms could be achieved. Further, the introduction of tuned instruments would 

add new dimension to performance. However, the challenge of triggering multiple 

notes would require either a complex design, such as a moveable beater, or a large 

number of solenoids, also requiring a large number of digital outputs. Further, the 

introduction of tuned instruments raises the load on the composition module. 

9.3 The Composer 

In development and evaluation, it was discovered that the composition module has 

a massive effect on the overall satisfaction of the interaction.  There is little point in 

having an accurate beat tracker if the output is rendered incoherent by erratic, 

rambling compositions. However, it was with reluctance that the scope of 

composition was limited in both time signature and style. Further, it was 

disappointing that no real form of compositional interactivity could be 

incorporated into the system. 

 The author believes that the compositional module is the weakest part of 

the system, yet in being so it leaves the biggest room for improvement. Creating a 

system with no cultural or compositional predetermination is the ultimate goal 

and either a machine learning approach or an evolution of the compositional 

process through prolonged human interaction is a clear candidate for achieving 
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this end. However, the problem of evaluation to provide the reinforcement to 

learning is a large and possibly insolvable issue. 

9.4 Achievement of Objectives 

The stated aims of this project were to design and implement a system capable of 

allowing fluid percussive interactions between a robot and a human user. The 

qualitative evaluations show that the system presented has definitely achieved this 

goal. However, this is not to say the I-WARP system is without flaws or scope for 

development. 

Much debate has waged as to the possibility of computers themselves being 

creative, and whilst a measure of creativity could be used a yardstick for this 

project, the author has chosen to avoid such an approach. Dissenters display 

unease, disbelief or disgust at the attribution of creativity and emotion those that 

do not possess humanity, yet the anthropocentric connotations of creativity make 

its attribution to anything nonhuman practically dichotomous anyway. It if felt a 

discussion as to the degree of autonomy afforded to the robot a more pertinent 

dialogue. Autonomous robots are defined as those able to execute a particular task 

in a real environment without human intervention (Wang et al 2006). With this, I 

believe a large amount of autonomy can be attributed to the I-WARP system, as 

evaluations show it exerts control over its own actions (Collins 2005) and displays 

the ability to adapt to novel scenarios.  

Anthony Everitt claims that the rewards of group participation in creative 

activity are vast and wide-ranging (Everitt 1997) and the author is inclined to 
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agree. However, he limits his study to human interactions. When comparing the I-

WARP system’s competence to that of a human, similarities can be drawn between 

the system’s limitations to only style-specific percussive performance and a human 

performer of limited musical training, yet the human has the ability learn new 

skills. Thus, to grant I-WARP true musical equivalence, some form of plasticity may 

be necessary. This notwithstanding, this project hopes to have shown the 

advantages of developing systems for human-robot interaction not as replacement 

of human interaction, but as a novel experience unto itself. 
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Appendix 

1.Project Log  

Sept 2009 

 Beater mechanisms researched and initial design prototypes sketched. 

 Research other robots: Haile, Japanese Score Reading Robot, LEMUR, 

Andrea Valle. 

 Net research into material and component availability and pricing. 

 Borrow Wiring board and investigate other microprocessors with a view to 

buy (Arduino, Phidgets) 

 Experimentation with machine listening and audio analysis in SuperCollider 

(SC) 

Oct 2009 

 Testing of DC and Servo Motor suitability and possible control methods, get 

servo motor to work with Arduino via Processing, very loud and slow 

 Purchase of solenoids 

 Write preliminary report 

 Research Beat Trackers  

 Attempt to implement Desain & Honin’s Connectionist Quantiser in SC 

(failure) 

Nov 2009 

 Investigate schematics and circuitry basics 
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 Read Physical Computing (Igor & O’Sullivan) 

 Achieve solenoid control via transistors by uploading code onto Arduino 

board 

 Test simple mechanics in Lego for possible pulley system with pull 

solenoids. Solenoids are far too low powered. 

 Incorporate Onsets UGen into a SynthDef (server-language issues resolved) 

 Attend Chris Thornton seminar in Hidden Markov Models and Music 

 Successful control of solenoid via SC 

 Investigation of Server and Serial Port documentation in SC 

 Eventual control of solenoid via SC using Simple Messaging System 

Dec 2009 

 Confirm choice of percussive output over tuned 

 Write Interim Report and plan schedule 

 Research interactive music systems and musical cognition (human 

perspective on perception) 

 Purchase of wood(chipboard), sandpaper, hack saw, flat saw, hammer, 

stanely knife, nails, bolts, tubing, hinge, wood glue 

 Research drums and purchase timbale 

Jan 2010 

 Implement IOI histogramming approach to quantisation and test with hand 

claps 

 Design class structure 
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 Lego prototyping 

 Final design of arm (working drawings) 

 Research into workshop space at university (unsuccessful due to H&S) 

 Start building drum mount at home and experiment with pivot methods 

Feb 2010 

 Finish drum mount and pivot 

 Implement phase tracking  

 Write scheduler 

 Implement phase tracking confidence check 

 Implement tempo normalisation 

 Issues with solenoids sticking 

 Order new, more powerful solenoids 

 Research into sticking behaviour (possibly burnt out?) 

 Build cowbell mount and solenoid casing 

 Fix problem with felt pad and modify solenoids 

 Start work on final report draft 

March 2010 

 Research possibility of running higher voltages and incorporation of 

external power (batteries) 

 Buy power tools 

 Purchase tambour and build mount 

 Solve tambour reset issues 
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 Start transcription and combine with Markov modelling 

 Map Markov chain output back to rhythmic output  

 Hand in draft 

 Get draft feedback and address issues 

April 2010 

 Rename project 

 Finalise code comments 

 Finish evolution method of composition 

 Carry out evaluations (qualitative and quantitative) 

 Complete report 

 Add aesthetic touches to robot 

 

 

 

  

 


