Cooptive Evolution in Chemical Networks and the Origin of Evolvability
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Abstract

A mechanism of evolution is proposed based on cooptation of chemical avalanches occurring in a catalytic network of molecules enclosed in compartments. This intermediate stage of information transmission would have been of importance prior to template replication, and may be necessary to explain the origin of molecules capable of template replication.  

1. Introduction
Natural selection can act on units that are capable of multiplication, variation and heredity, given these units have differential fitness and can be stably selected (Maynard Smith 1986). The fundamental problem faced by any such unit of evolution is how information can be stored and reliably transmitted between generations. One solution that is generally agreed to have once been found by evolution is the RNA world. Here, RNA strands capable of template replication also possessed catalytic activity (Gilbert 1986) and were most likely enclosed in compartments (Fernando, Santos et al. 2005). 
 
    [image: image1.png]N

W[f[

pgoadn @

\:

D—O—0—F—"—0
O—0——a—4A—"0

Q a
%O*@
&

o
Tﬁ

Non-Template Based Autocatalytic Cycle




Figure 1. Top: Template replication. The parent strand contains a sequence of molecules (circle, circle, square, etc… ) and is connected by strong bonds. Complementary monomers attach specifically to their counterpart by weak bonds and due to their proximity are connected together into a new strand by strong bonds. The power of template replication arises from the fact that variants can also be equally well replicated, e.g. swapping the first circle with a triangle would not prevent the capacity for this novel sequence to replicate.  Bottom: Non-template replication. In non-template based autocatalysis, a copy is made but variants are generally not capable of replication because a sequence specific set of chemical reactions are involved in the autocatalytic cycle. 
However, the route to the RNA world is not known
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. RNA replication is template-based, see Figure 1, meaning that the sequence of molecules on the parent strand is replicated (with mutation) to the child strand by a topographic mapping between the parent and child strand. The number of possible sequences that can be copied for a string of length L is nL where n is the number of nucleotide types, and L is the length of the string. Even for n = 2 and L = 100 there are 1030 possible unique sequences. As this is more than could be realized in any realistically sized system such as the universe, heredity is effectively unlimited (Szathmary 2000). In addition, template replication has an important feature that adds power to natural selection, although is not a necessary feature for a unit of evolution as defined above: selection can in principle move from any sequence to any other sequence by a process of small mutations that produce correlated variation between parent and offspring, if the fitness landscape allows it. Hogeweg has referred to information carried by template replicators as storage based because all possible sequences are equally stable and transmissible, using the same copying mechanism (Hogeweg 1998). While unlimited heredity and correlated variation seems necessary to explain the wondrous diversity of life, there are several problems with the spontaneous emergence of RNA templates or other molecules capable of template replication in the first place. 
This chapter considers the mechanisms that could have lead to the origin of nucleotides, or alternatively, of other monomers that made template-based replication possible. All such monomers are likely to be complex molecules that require an ordered set of chemical reactions for their synthesis. How could such a set of reactions have arisen prior to template-encoded catalysts? Several solutions have been proposed, for example a spontaneous generation type theory that imagines a multitude of chemical environments in the universe. Some of these environments were suitable for the spontaneous production of activated nucleotides in abundance, in a reactor different from but formed in similar processes to that of Miller’s famous experiment (Miller 1953). The extreme implausibility that an environment is perfectly suited to the production of activated nucleotides invites most researchers to enquire further and ask whether any conditions could have made the appearance of nucleotides more likely (Lifson 1997; Shapiro 2006).

2. Self-Organization without Natural Selection

An influential set of theories that attempts to explain how pre-template systems could have reached the levels of order necessary to explain the origin of nucleotides stems from Dyson’s models (Dyson 1986) and involves self-organization (in the absence of natural selection) 
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(Kauffman 1986; Kauffman 1993; Fontana and Buss 1994)
. These theories claimed that a process of random growth of a chemical network in a flow reactor would inevitably lead to increasingly complex chemical organizations capable of reproduction, due inherently to scaling laws. They suggest that as the number of species grows, eventually autocatalytic cycles arise that are capable of generating themselves from the food set of molecules. Stuart Kauffman proposed that a reactor supplied with a food set of short random peptides, where each peptide had some low probability P of catalyzing ligation or cleavage reactions of other peptides could result in the growth of a peptide catalytic network in which self-reproducing autocatalytic sets could form (Kauffman 1993). Autocatalytic sets were defined by Kauffman as a set of species in which the production of each species in the set is catalysed by at least one other species in the set. Note that the model is general enough to be applied with caution to ribozyme networks as well as other networks of molecules. It was demonstrated in a mathematical model that a supracritical reaction network that grows with an accelerating speed arose above a certain catalytic probability threshold (Kauffman 1986). However, simulations that were undertaken failed to test whether these reaction networks were indeed truly sets of collectively autocatalytic molecules (Farmer, Kauffman et al. 1986). 

Two main objections were made of Kauffman’s model. Shinor Lifson pointed out that Kauffman’s model assumed an unrealistically high probability (of one) that a peptide could act as a catalyst. This means that the probability that any randomly generated peptide would catalyse at least one reaction inevitably reaches one as the number of possible reactions increases (Lifson 1997). However, Lifson’s criticism was too strong in assuming that a catalyst is expected to catalyse only one out of the infinite possible reactions. Defining the probability that a catalyst catalyses a given reaction as one divided by the number of existing reactions, he implicitly claimed that these probabilities are not independent – but why would considering a bigger reaction space make catalysis less likely? Also, it was proposed that if catalytic poisoning was included in Kauffman’s model, autocatalytic sets would not have formed spontaneously due to the “paradox of specificity” (Szathmary 2000): a high number of molecular types is required for the spontaneous emerge of autocatalytic sets, but the harmful effect of side reactions calls for a small system size. We have demonstrated in a reimplementation of the original simulations of Kauffman’s theory (Farmer, Kauffman et al. 1986), that neither of these objections qualitatively prevents the formation of growing catalytic networks, see Figure 2. 
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Figure 2. Part A. There is a critical threshold (shown as squares) on the right of which reaction networks grow supracritically and on the left of which networks are subcritical. The darkness of a square reflects the proportion of 100 runs in which the network exceeded one of the following conditions: > 20000000 reactions or > 100000 species. (Note that in any finite system the reaction network cannot be explored infinitely due to mass constraints.) The critical threshold depends on the firing disc (maximum length of species which are to be provided as food), and the probability that a species catalyses a specific reaction. Part B. Instead of one P value, two probabilities are defined, P’ = probability that a species can be catalytic. P’’ = per reaction probability that this catalyst catalyses a reaction. When P’ decreases, P’’ must be considerably higher for reaction networks to keep growing. Nevertheless, there is a threshold above which catalytic networks grow supracritically.  Part C. Inhibition does not prevent formation of large catalytic reaction networks. For values of P’ and P’’ that do produce catalytic network growth, strong non-competitive inhibition is introduced by choosing with probability K = 0.01 that a species removes another species from the reactor completely if at least one molecule of the inhibiting species exists. Left: The number of catalysts present above threshold concentration in the food set (purple, top) and non-food set (blue,bottom). Yellow shows the number of all non-food set molecules. Right: Red (top) = number of species that are inhibited (removed). Blue (bottom) = number of active inhibitors. 
Growing catalytic networks do form under various values of catalytic probability, even with strong poisoning of catalysis (K = 0.01). However, the further claims of Kauffman for the power of self-organization independent of natural selection to allow accumulation of adaptations in reproducing autocatalytic sets have been abandoned (Kauffman 1993). Indeed, an early simulation showed that Kauffman’s system was only capable of Spenserian and not true Darwinian evolution (Bagley, Farmer et al. 1991; Bagley and Farmer 1992), i.e. it was not capable of accumulating adaptations.. 
3. Compartmentalized chemical networks undergoing natural and artificial selection

An alternative theory to Kauffman’s that has combined self-organization with natural selection prior to template replicators is Doron Lancet’s GARD (Graded Autocatalytic Replication Domain) model. Lancet proposes that lipid-like molecules capable of self-assembly could produce vesicles that grow spontaneously and, due to environmental fluctuations, split (Segrè, Lancet et al. 1998). Such vesicles possess the trinity needed to qualify as units of evolution: multiplication, variation and heredity (Maynard Smith 1986). The dynamical behaviour of the system is governed by the matrix of catalytic interactions. Each element of the matrix describes the rate at which molecular species ‘A’ enhances the inclusion of species ‘B’ into the growing assembly. These rate enhancement factors are drawn randomly from a lognormal distribution, and are always positive, meaning that all species catalyze the inclusion of themselves and all other species’ (note that in Kauffman’s model catalysis was rare and specific). Variation occurs due to stochastic growth and splitting of the assembly at a certain size, thus giving the potential for evolution of  ‘composomes’ – compositional genomes in which the composition of the assembly is the heritable trait.

Recently, it was shown that the GARD model cannot sustain natural selection, i.e. the capacity for a particular assembly to be stably selected if it is of higher fitness than other assemblies (Vasas, Szathmáry et al. 2010). Although it is true that vesicles with specific lipid compositions appear regularly in the simulations, they too frequently turn into each other, and the population of vesicles can be better characterized as a collection of assemblies randomly flipping among a few stable states rather than competing lineages of different compositions. Even if the fittest composome is 10% fitter than all others, it is still not possible for this composome type to reach fixation and persist. In other words, there is no capacity to select for one of multiple co-existing attractors, because attractors are unstable due to the large off-diagonal elements of the replication matrix. In addition, heredity is limited, and variations are uncorrelated in the sense that child assemblies do not resemble more their parents as they do other assemblies. 
In this chapter we describe our recent investigations that examine whether compartmentalized chemistries of the Kauffman type are capable of acting as units of evolution whilst the GARD model was not. It is possible that Kauffman’s generative chemistry of catalysed ligation and cleavage reactions is still of considerable interest for the origin of life, because it can serve as a basis for pre-template heredity. Our recent replication of Farmer et al’s model shows that such catalytic networks, when enclosed in compartments, are capable of generating adaptations that can be stably selected but that heredity is limited, and variation is most likely only weakly correlated. 
In our simulations a population of ten ‘compartments’ each enclosing the generative chemistry was allowed to grow for a fixed period of time. Fitness of a compartment was defined as the total mass of non-food species present in a compartment at the end of the growth phase, just prior to division. Each compartment was modeled exactly as in Farmer et al’s original paper, i.e. as a flow reactor in which food is input, and materials leaves at a fixed rate. The evolutionary algorithm used was generational fitness proportionate selection, i.e. compartments were chosen to populate the next generation in proportion to their fitness by using roulette wheel selection. If a compartment was chosen, it produced an offspring by taking a hypergeometric distribution of its molecular contents, thus modeling compartment splitting. Note that due to the fitness proportionate algorithm, a single compartment was in theory capable of producing more than two offspring. A prerequisite for accumulating adaptations is that it is possible to stably select for a particular attractor in a network that possesses co-existing multiple attractors. However, we found that most original Kauffman-type networks of catalyzed cleavage and ligation reactions have only one (or very rarely few) attractors and that stochastic division typically does not generate sufficient variation to transition between these attractors, meaning that the system is typically not capable of hereditary variation. Networks with inhibition, whilst able to spontaneously transition between attractors due to growth and division noise, a. did not transition between correlated attractors, and b. typically transitioned periodically, or chaotically and c. attractors typically could not be stably selected, see Figure 3. However, a different kind of evolution, which we can call evolution by chemical avalanches, was possible when variation was produced by allowing spontaneous novel species to arise from the ‘shadow’ (uncatalysed reactions among existing molecules). The production of a novel rare species results in the production of an avalanche of chemical reactions that may or may not increase fitness. If the avalanche does increase fitness then selection attempts to stabilize it, however, only a subset of chemical organizations produced in this avalanche are capable of stable heredity (see later section). Using this kind of generative variation when spontaneous rare reactions produce novel species in low copy number it was possible to select for a subset of novel high fitness attractors, see Figure 3C.  The rate at which these ‘shadow’ species emerge must be low in comparison with the division time of the compartment in which the chemical network is enclosed. However, as we used not natural, but artificial selection (i.e. we ensured that the fittest compartment in each generation always contributed one offspring to the next generation), and selected for the gross compartment level feature of rate of accumulation of non-food set mass the results call for further investigations. 
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Figure 3. The fitness changes in the population resulting from artificial selection for more rapidly growing non-food set mass. In the original Kauffman-type network multiple attractors were not generally observed and selection was not possible. With inhibition included in the model, multiple stable states become possible, still, the population typically settled down into one equilibrium (A) or fluctuated stochastically or periodically between attractors (B). In both cases selection had little effect. However, when spontaneous rare reactions that produce novel species were included in the model, the fitness graph showed the fixation of an adaptation (C). 
Firstly, we must then ask why did our results indicate that it was possible to select for novel chemical compositions in the Kauffman type networks, e.g. those compartments with higher non-food set mass, whereas it was not possible to select for particular composomes in the GARD model? Secondly, we must ask why only some reaction networks were capable of sustaining heredity. What kinds of catalytic organization that appears in these reaction networks is capable of accumulating adaptations? There appear to be several differences between the model we used for selecting for Kauffman type networks and the models used by Lancet’s group that make it easier for us to observe the accumulation of adaptations. Later work will test the significance of each of these assumptions.  

Selection for Increased Mass vs. Selection for Composome type: First, there is a larger selective target when selecting for increased mass of non-food set molecules than when selecting for a particular composome type. To test the importance of this, the selection criteria could be relaxed in the GARD model and strengthened in the compartmentalized Kauffman model. In biological evolution one can select in both directions: for the better and for the worse. Therefore, it is necessary to check whether it is possible to select against adaptations that increase non-food set mass. 
Fitness Proportionate Selection with Elitism vs. Moran Process: We call selection in our compartmentalized Kauffman model artificial because it uses a kind of elitism operator in the sense that the best agent is always guaranteed to contribute at least one offspring to the next generation. This allows us to simulate much smaller population sizes than would be necessary otherwise. It is physically realizable but would not occur naturally. Pure fitness proportionate selection could be used in the compartmentalized Kauffman model instead, and artificial selection could be introduced into the GARD model and the effects observed.  

Uniform Catalytic Activity Distributon vs Lognormal Distribution: In Kauffman’s model a catalyst either does or does not catalyse a particular reaction. If it does catalyse a reaction then the catalytic velocity is chosen from a uniform distribution between 10 and 1000. In the GARD model all species catalyze the incorporation of all other species but the catalytic velocities are drawn from a lognormal distribution. As the lognormal distribution of rate enhancement parameters in the GARD results in a few strong and many weak interactions, an analogy can be drawn if we interpret ‘not catalyzing’ in Kauffman’s model as rounding down weak interactions. The lognormal distribution of catalytic velocities in the GARD model can be replaced with a catalytic probability P that a lipid catalyses another lipid, and catalytic velocities are taken from the same distribution chosen by Farmer et al. Is has been shown (Eors Szathmary, personal communication) that introducing such variation into the GARD model does permit evolvability. In addition in Kauffman’s model, one can set P = 1 and draw catalytic velocities from the same lognormal distribution used in GARD
. Does this prevent evolvability? One important modification to be made to the Kauffman model is to replace the random catalytic chemistry with one based on pattern matching, i.e. catalytic effects are determined by overlapping sequences. This would permit a more realistic distribution of catalytic effects. 
Ligation and Cleavage Chemistry vs. Incorporation only Chemistry: In GARD there is only one level of catalysed reactions, i.e. incorporation of lipids into the composome is catalyzed by other lipids in the composome, whereas in Kauffman’s model, the catalytic network can be much more complex, involving many topologies of ligation and cleavage reactions. Similar reactions could be incorporated into the GARD model and the generative potential of the compartmentalized Kauffman model could be restricted. The question of chemical organizations needed for evolvability is examined in more detail in the next section.  

Rare Novel Reactions vs. No Rare Novel Reactions: There were two sources of variation in our implementation of growing compartmentalized Kauffman’s networks. The first is rare spontaneously occurring reactions among existing molecular species that produce novel species, and the second is noise at division. The GARD model possesses the later source of variation, as well as stochastic growth of the composome, however, it does not permit spontaneous novel reactions as may occur for example by the occasional addition of novel lipids with random catalytic potential, a feature that could be added to the GARD model. Not permitting rare novel reactions in the Kauffman model removes any potential for continuing generation of adaptations, and allows only exploration of multiple attractors in a fixed reaction network.  

There are some serious technical difficulties in conducting some of these experiments. For example, there are severe computational constraints in running the compartmentalized Kauffman model with a sufficiently large chemical network with a large population size. This was the main motivation for incorporating artificial selection with an elitism-type operator. In the next section we turn to the second question of what kind of catalytic organisation can sustain heredity and present a classification of catalytic networks that makes sense of the often-confusing terminology used in papers on chemical evolution. We define a fundamental unit called the viable strongly connected core (VC). We propose this as the fundamental unit of chemical evolution.

4. Autocatalytic Sets and Viable Strongly Connected Cores
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Figure 4. Our classification of reaction networks of relevance for heredity in chemical networks. Blue nodes indicates members of the food set (F), non-food species (nF) are white. A: Reaction networks, where solid arrows mark reactions and dashed arrows catalysis. B: Catalytic graph showing which species catalyses which. Autocatalytic loops appear here as cycles of any size. A jet does not contain autocatalytic molecules and its catalytic graph is acyclic. Viable loops (VL) are the necessary units needed for exponential growth of autocatalysts, in contrast to suicidal loops (SL) that require reactants that are only produced by the autocatalytic loop itself. Autocatalytic sets (RAs) contain a core of autocatalytic molecules (either viable or suicidal; here, a viable core – VC –made up by two VLs is shown) and a periphery (P) that is catalyzed by the core. As all core species catalyse the production of all others, any one molecule of core species is sufficient for igniting and sustaining the autocatalytic set. We propose that viable cores are the key to heritable adaptations in pre-template chemical networks.
The broadest class of network is just a reversible reaction network. It consists of reactions where any number of reactants is converted to any number of products and vice versa. A more specific class of networsk is a catalysed reversible reaction network. Here each reaction in the network must be catalysed by another species in the network. Next we consider specific types of such catalysed networks and add to the system the notion of a food set (F) of species that are provided as input. Figure 4 shows our classification of chemical reaction networks of relevance for pre-template evolution.

As Lifson has pointed out so clearly (Lifson 1997), molecular replication by autocatalysis must have preceded biological reproduction and as so, it was essential for the emergence of life. The uniqueness of autocatalysis relies in exponential, instead of linear, growth. For a single catalyst molecule with the velocity of one catalysed reaction per microsecond it would take more time than the estimated age of the universe to produce a mole of products – in contrast, for an autocatalyst with the same catalytic properties this task would require 79 microseconds (Lifson 1997). In addition to the simple case of elementary autocatalysis where a molecule catalyses its own production, other setups of reflexively autocatalytic molecules are also possible, e.g. A catalyses B and vice versa. In the catalytic graph where nodes depict molecules and edges are catalytic actions, such autocatalytic loops occur as cycles.
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Figure 5. Top: The catalytic graph on the top shows two (non-viable) catalytic loops in generation 0, and an extra viable catalytic loop evolved in generation 6. The food-derived reactants responsible for generating the valid loop components are shown. Bottom: The full reaction graph below shows the initial reaction network in generation 0 with the superimposed catalytic interactions in green. There is one simple autocatalytic loop and one 3 step autocatalytic loop. Importantly, neither of these loops can grow exponentially. For the aba cycle the self-producing reaction uses reactants that are not made by the food set. For the aaaaaaaa-> aaa -> bbabaabb cycle, aaa catalyses the production of bbabaabb from non-food set species, aaaaaaaa catalyses the production of aaa from non food set species and bbabaabb catalyses the production of aaaaaaaa from non-food set species. All cycles are therefore suicidal. Only the adaptation, the 3 component reflexive cycle evolved in generation 6 is a viable loop.
Kauffman’s original paper describes autocatalytic sets in relation to the food set. He states that they must be ‘catalytically closed’, i.e. it is a set of molecules in which “every member of the autocatalytic set has at least one of the possible last steps in its formation catalyzed by some member of the set, and that connected sequences of catalyzed reactions lead from the maintained "food set" to all members of the autocatalytic set” (Kauffman 1986). This is more formally defined by Hordijk and Steel who state that reflexive autocatalytic (RA) and food generated (F-generated) RAF sets are as follows: given a network of catalysed chemical reactions, a (sub)set R of such reactions is called: 
1. Reflexively autocatalytic (RA) if every reaction in R is catalysed by at least one molecule involved in any of the reactions in R; 

2. F-generated (F) if every reactant in R can be constructed from a small “food set” F by successive applications of reactions from R.

3. Reflexively autocatalytic and F-generated (RAF) if both RA and F. 

Autocatalytic cycles, hypercycles and (collectively) autocatalytic sets are all instances of RA sets. Note that Kauffman’s definition and the above definition exclude autocatalytic sets that could not be constructed from the food set. Other work has defined autocatalytic sets more abstractly in terms of the catalytic graph: “an autocatalytic set is a graph, each of whose nodes has at least one incoming link from a node belonging to the same graph” (Jain and Krishna 1998). Krishna says that Kauffman’s notion of an autocatalytic set captures the essential property that such a set of molecular species can collectively self-replicate even if none of its component molecular species can individually self-replicate (Krishna 2003). We feel that this claim is too general and does not illuminate how, or even whether true replication of autocatalytic sets happens.

For this reason we find it important to divide the RA (or autocatalytic set) into a strongly connected core (C) and a periphery (P), or in a sense a chemical network genotype and a chemical network phenotype. The core contains adjacent autocatalytic loops and corresponds to a strongly connected component in a catalytic graph. Here, all species catalyse the production of all other species (including themselves). Periphery consists of molecular species that are catalyzed by the core, but they themselves are not members of autocatalytic loops. The provision of any one molecule of core species is sufficient to produce all other species, in other words, all core molecules contain the information that is necessary for igniting and sustaining the autocatalytic set. This is not the case for periphery molecules that resemble more like phenotype of the core. 
One problematic issue of Kauffman’s autocatalytic sets is that the generative chemistry is also capable of producing a growing network of non-food set molecules in the absence of any autocatalytic sets whatsoever, because the food set can be catalytic, and thus can produce a jet. This is simply an acyclic directed catalytic graph of reactions that arises when the number of molecular species is small compared to the size of the food set. As the network grows, catalytic closure is reached.
However, if we took a closer look on the organization of a Kauffman type network, we see that the vast majority of autocatalytic loops are not capable of exponential growth, the feature that made autocatalyis important in the first place. There is no pathway from the food set to the immediate reactants that are needed for sustaining autocatalysis, instead, the reactants are produced by the loop species from the food set. So, the loop catalyses reactions that destroy itself, effectively it is a suicidal loop (SL). Eors Szathmary has pointed out (personal communication) the known existence of self-digesting autocatalytic loops in metabolism, e.g. the Horecker cycle. Indeed, only a small minority of autocatalytic species form viable loops (VL) and use valid reactants in the autocatalytic reactions. The GARD model, on the contrary, contains viable loops by definition, because the only reaction structure considered is the transition between food monomers and non-food – composome member – molecules catalyzed exclusively by the latter.

The critical units in this system are the viable loops that make up a viable core (VC). Also, we note that viable cores can be related to each other in various ways. For example independent cores can exist in the same network, while some cores may be in the periphery of others resulting in upstream and downstream cores. It is possible to reignite a downstream core from an upstream core, but not vice versa. Our notion of a viable core corresponds to the notion of an autocatalytic seed (Kun, Papp et al. 2008). Kun et al showed that such cores actually exist in extant metabolism in the form of ATP/ADP and other small molecule cores that are necessary for the ignition of the extant metabolic network (in addition to encoded molecules). Thus, it seems that heredity based on viable cores still persists in life today! This concludes our classification. 

Thus, we see that the notion of an autocatalytic set is a very broad one, encompassing many different kinds of chemical organization consisting of various types of autocatalytic loops, some of which may, and some of which may not, be capable of sustaining hereditary variation. It is important to note at this point that as there is only one platonic chemical network that encompasses all possible reactions, variation can only arise if the system has alternative stable attractors. This is not the case (in the absence of inhibition) in the original work of Farmer et al (Farmer, Kauffman et al. 1986), because they examined exclusively food generated autocatalytic sets - in other words, chemical networks that always appear when food species are provided. On the contrary, we find that heritable adaptations can appear when novel species that are produced by spontaneous rare reactions join the network as seeds of non food generated viable cores of various sizes, see Figure 5. They are, by definition, downstream of previously existing cores, as all previously existing molecules are members of the autocatalytic set. We propose that such non food-generated viable cores constitute the source of heritable variation in pre-template chemical networks and that adaptations appear as avalanches of novel molecular species.
5. Cooptive Evolution in Catalytic Networks 

            
[image: image7.wmf]
Figure 6. A classification of various kinds of natural selection. Standard Darwinian evolution with template replication has unlimited heredity, variants can be stably selected and variation is correlated (offspring resemble their parents more than they do other parents). In fixed compartmentalized Kauffman type networks there may rarely be few co-existing alternative attractors but these are not selectable because each attractor is too stable (i.e. there is no heritable variation between parents and offspring that selection can act on) in the face of noise during compartment division. When inhibition is introduced there are more attractors, and there is some capacity to transition between compartments, however, selectability is still low because transitions are chaotic or periodic. The same is the case for GARD. However, cooptive evolution (by chemical avalanches) which involves expansion into the adjacent possible of reaction space does have the potential to produce several stable novel attractors (due to non food-generated viable cores), however, there is limited correlated variation, i.e. offspring may differ greatly from their parents if the avalanche size is large.

Figure 3 and 5 showed that artificial selection of an adaptation is possible in compartmentalized Kauffman type networks capable of rare spontaneous novel reactions that generate reaction avalanches. We call this cooptive evolution because what happens here differs from Darwinian evolution in not requiring variation to be highly correlated, instead, it works by coopting a weakly or uncorrelated novel extension to the network. This implies limited heredity and weakly correlated variation between parent and offspring compartments. What would this cooptive evolution by chemical avalanches look like if translated to template replication? It would be as if templates did not change by mutation, but instead grew by randomly adding nucleotides to their ends. If the resulting strand had higher fitness it would be accepted, and if it had lower fitness it would be rejected. Add to this the caveat that only a small subset of these extending sequences could be stably transmitted between generations in the face of serial dilution due to division, and we have a ‘template’ version of cooptive evolution. A classification of the various kinds of natural selection is shown in Figure 6, based on correlated vs. uncorrelated variation, one attractor vs. unlimited attractors, and unselectable attractors (periodic/chaotic) vs selectable attractors.

In the absence of novel viable cores it may be possible that another method based on compositional inheritance exists in which selection can stably maintain one of multiple stable concentration vectors (coexisting multiple attractors), however, our preliminary investigations revealed only very rare examples of this (probably due to removal of a food species in the concentration randomization procedure used to search for multiple attractors). In the GARD model although transitions between multiple co-existing attractors were possible, stable selection was not possible due to the tendency for spontaneous flipping between composomes. However, this chapter has concentrated on the importantly different process of avalanche-based evolution. This appears to be a much more effective method of generating variation in chemical evolution than compositional hereditary variation. 
Still, there are several limitations of cooptive evolution by chemical avalanches. Proper adjustment of the relative timescales of protocell division and chemical avalanches is essential (Fernando and Rowe 2007). If there are too many avalanches per cell division, then it is not possible to weed out harmful avalanches from beneficial ones. Secondly, there must be sufficient variety of spontaneous novel reactions in the shadow of the existing set of species for novel species to arise in low copy number. Thirdly, because the benefit conferred to the cell by a species is not correlated with its autocatalytic rate or other factors relating to the probability of its persistence, it is possible that a selfish autocatalyst is capable of displacing another autocatalyst that benefited the cell more. Cell level selection will then have to act to deselect cheaters. However, it is not clear, as in the stochastic corrector model how much information (i.e. how many distinct sequences with different replication rates, or how many autocatalysts with different autocatalytic growth rates) could be sustained within the same protocell without competitive exclusion (Fontanari, Santos et al. 2006). The problem is more severe in chemical network evolution where there is no capacity in a random chemistry to fine-tune the concentration vector of autocatalysts to maximally benefit the cell, as, variation is by macromutation not micromutation. Forthly, whilst template replication is “computational”, i.e. involves the exploitation of a universal function that translates genotype to phenotype and therefore all sequences are equally heritable, avalanche-based evolution requires a novel autocatalytic mechanism for each new viable loop to ensure transmission across generations. Whilst this can potentially give incremental adaptation, it is at a cost of an ever-increasing complexity of the molecular network. To solve this problem, it is necessary to understand the origin of micromutation from macromutation, i.e. the origin of highly correlated variation. This requires a more sophisticated model of chemical structure than merely a random chemistry to understand how autocatalysts could have been selected that were capable of varying smoothly in their replication rates and catalytic potentials. 
6. Conclusions

Recent experiments by Ben Davis’ group at Oxford University have managed to enclose the Formose autocatalytic cycle in compartments (Gardner, Winzer et al. 2009). This is a fundamental component in Ganti’s chemoton, a highly persuasive and coherent theory for the organization of the minimal unit of life (Gánti 2003). Although they have not quite yet managed to obtain cell division with enclosed Formose cycles, they have been able to select for particular compositions. Once cell division is obtained in these amazing experiments, we predict based on these simulations of Kauffman type networks, of the GARD model and on our previous simulations (Fernando and Rowe 2008) that it will be possible to select for chemical organizations, i.e. viable loops (VLs) and viable strongly connected cores (VCs), thus for the first time demonstrating the possibility of pre-template heredity in a chemical system. We suggest that to avoid having to use very large population sizes, artificial selection will have to be used in the laboratory to efficiently select for variants. Also, we think that techniques will have to be used to reduce the rate of avalanche production and avalanche size in relation to the protocell division period. Finally we note that our proposal here of the mechanism of cooptive evolution is a mechanism which could also be responsible for evolution by symbiosis (Watson 2006) and evolution of ecosystems (Williams and Lenton 2007).
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� It will be interesting in future to consider the addition of inhibition into the GARD model. Here a lipid can also prevent the incorporation of other lipids into the composome. 











