Neuronal Replicators Solve the Stability-Plasticity Dilemma




ABSTRACT

We demonstrate that learning rate and robustness can be increased if multiple copies of an actor-critic controller can be made on-line, stored, and retrieved. Catastrophic forgetting in a non-stationary and non-linear environment can be prevented by regular copying of procedural memories into a long-term memory store. These best controllers can be retrieved when the current controller is determined to be functioning poorly. This work demonstrates a clear role for the multiple trace theory of memory. It is also the first demonstration that replication of patterns of neuronal connectivity could be of importance in a wide range of behaviors, thus providing support for the Neuronal Replicator Hypothesis.  
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1. INTRODUCTION

The stability-plasticity dilemma (SPD) refers to the simultaneous requirement for rapid learning and stable memory. Too much plasticity can result in catastrophic interference during sequence learning, e.g. in neural networks, degradation of old patterns may occur as new patterns are stored. Several solutions have been proposed, e.g. ART [1], often aiming to balance plasticity and stability at the same synapse [2,3]. Also, the growth of new neurons have been proposed to prevent catastrophic interference of new memories with existing traces of older memories [4,5]. Here we propose a simpler solution to the SPD based on copying of patterns of weights from a rapidly changing neuronal substrate to a slowly changing neuronal store. The recently proposed neuronal replicator hypothesis explains how such copying could take place in biologically plausible spiking neuronal network by using spike-time dependent plasticity (STDP) and topographic maps 
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Suppose that there exists a population of actor-critic controllers within one agent, each of which could potentially control the behavior of an agent at any one time. What is the best way of utilizing this population of controllers? Several suggestions have been made previously. For example, the unit with the least instantaneous prediction error could take control. Only this controlling unit would modify its actor and critic weights based on TD-error. This is an example of hard competition. The alternative is to use a mixture of experts strategy [9] where the output of all units is combined according to relevance (using a softmax principle) in order to control behavior. The modification of each unit depends on its responsibility for the behavior [10]. Here we explore a quite different possibility, that multiple copies are regularly made of an actor-critic controller in order to store a history of locally optimal solutions. If the existing controller gets stuck in a poor local optimum in comparison to previous solutions, then it is possible to revert to previous solutions and continue exploration from this earlier stage. Memory for previously acquired habits allows their reuse if the current control procedure is corrupted.  

To demonstrate the principle, we simulate a simple phototaxis task for a Khepera robot. Whilst more complex foraging tasks have been previously investigated in reinforcement learning, these have used a grid-world setting rather than a complex continuous time, non-stationary environment [11]. For the underlying robot controller we choose an actor-critic reinforcement learner because it has been proposed that such a controller may exist in the brain 
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Actor-Critic architectures represent the policy (actor) independently of the critic of the current policy that provides the temporal-difference error. The critic is a state-value function, which after each action returns the TD-error or effective reinforcement, 
[image: image1.wmf], i.e. the difference between predicted and actual reward. 
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 (1)

where rt+1 is the primary (external) reinforcement obtained at time t+1, and V is the output of the critic in a given state. The TD error is used to evaluate the action at taken at st, i.e. it may indirectly modify the probability of choosing that action in that state p(st,at). 

Where function approximation is necessary, a feed-forward neural network with eligibility traces and reward modulated Hebbian learning can be used to distribute credit to parts of the actor [17]. Feed-forward neural networks may not be the best devices for function approximation because they use global basis functions that apply over the entire sensory input space, and may result in an inability to reduce TD-error. More sophisticated methods exist to achieve function approximation, some of which use natural selection of classifier systems [18] [19] and other generative methods [20]. In addition, hierarchical reinforcement learning is a fruitful domain in which to consider co-evolution of goal-functions (at the higher level) as at the same time as action-functions (at the lower level) [21]. In this paper, we intentionally consider only single layer architectures and feed-forward neural networks for function approximation. 

2. METHODS
2.1 Simulation Environment and Task 

The Webots simulator [22] is used in fast 2D mode to model a standard Khepera robot with two light sensors for phototaxis. In the simple foraging experiment with only one kind of food (light) source, the light source is moved every 10 minutes to a random (x,y) location in the arena. The world consists of a square arena containing two obstacles and another robot controlled by a simple Braitenberg vehicle architecture. This constitutes a non-stationary and non-linear environment for reinforcement learning. In addition, perturbations to the robot are made by hand and external controllers are used to disturb the actor-critic controller. The Webots and Mathematica code used to generate the results can be downloaded and run from

http://www.informatics.sussex.ac.uk/users/ctf20/dphil_2005/Webots.htm 

Figure 1 shows the overall arena, which is darkened apart from the single light source. 
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Figure 1. Robotic arena containing two Khepera robots, and a moving light source.  
2.2 Controllers 
2.2.1 Single Actor-Critic Model

Sensory inputs from 8 infrared distance sensors (D1-8) and 2 light sensors (L1 & L2) are fed to the actor and critic networks, each normalized to a value between 0 and 1. The algorithm is shown below. At each time step, the external reward re is calculated as the sum of light sensor values subtracted from the total distance sensor values scaled by a constant ( (= 20). The normalized sensor values and a fixed bias input of 1, serve as inputs xi(t) to the actor and the critic at each time-step. The critic’s prediction of the eventual reinforcement at time t is obtained by passing activity through the critic weights vi(t). The final critic output is the effective reward signal 
[image: image4.wmf], which is the difference between the actual reinforcement r(t) plus the discounted current prediction 
[image: image5.wmf]p(t), and the previously predicted reward p(t-1), 
[image: image6.wmf]= 0.9. The critic weights vi are then updated according to the product of the effective reward 
[image: image7.wmf]and the eligibility trace 
[image: image8.wmf]of that input scaled by a learning rate 
[image: image9.wmf] (=0.025). The eligibility trace is updated with the new value of xi(t), maintaining a proportion
[image: image10.wmf](=0.5) of the previous value, 
[image: image11.wmf]. Next the motor output determined by passing stimuli through the actors weight matrix wji with Gaussian noise of mean 0 and s.d. = 0.5. This value is passed through a threshold function which outputs +1 if f(x) >= 0, -1 if f(x) < 0. Then the actor’s weights are updated at a learning rate 
[image: image12.wmf](=0.005), finally the eligibility traces for the actor are then updated according to how much each input contributes to the actual outputs produced. The motor output is a constant S (=5) times the output neuron value yi.  
Actor-Critic Algorithm   
1. Initialize actor and critic networks with weights from -1 to 1. 

For T time-steps 

    GetExternalReward r(t) : 
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    SetInputs: xi(t) ( D1-8,L1-2, bias = 1
    Critic
    Get critic’s prediction p(t): 
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    Get effective reward 
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p(t-1) ( p(t)

    Update critic weights v(t+1): 
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    Update eligibility trace 
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    Actor
    Get action yi(t):
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    Update actor weights w(t+1): 
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    Update eligibility trace 
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End For
2.2.2 Multiple Copying of Actor-Critic Controllers  

The fitness of an actor critic is defined as a leaky integral of reward, with a first order decay rate of 0.00001. This results in a smoothing out of reward over many epochs (light moves). Initial fitness is zero for each actor-critic. Every 5 minutes, the active actor-critic is always copied to a long-term store, irrespective of its fitness (storage). All the parameters that define the actor-critic are copied, except for the eligibility traces, which are set to zero. The long-term memory store is assumed finite of size M (=100). It is the least fit actor-critic in the long-term memory store that is overwritten by the current actor-critic. We then determine whether the currently active actor-critic should be replaced by an actor-critic from the long-term memory store. The gradient of fitness for the active actor-critic is calculated between a the fitness 5 minutes in the past and the present value. If this is less than a negative constant (( = -10000) or if the fitness of the current actor-critic is less than the maximally fit actor-critic in the long-term memory store + (, then the existing active actor-critic is replaced by a copy of the most fit actor-critic in the long-term memory store (retrieval). After another 5 minutes, the fitness of the actor-critic in the long-term memory store that gave rise to the active actor-critic is updated with the fitness of the active actor-critic. 
3. RESULTS
3.1 Single Actor Critic  
Figure 2 shows the performance of an actor-critic architecture during 35 hours of simulated time. Whilst an effective strategy can be discovered rapidly and maintained, it is not uncommon that a single actor-critic architectures becomes stuck in low-fitness local optima, for example Figure 3 shows an agent that got stuck in a corner after having experienced initial rapid improvement of behavior. 

An occasional occurrence is that a rare event associated with high reward may cause rapid weight change and result in the loss of a strategy that had taken a long time to reach. 

Figure 4 shows an externally imposed perturbation that results in the loss of a strategy. The agent initially achieves an effective strategy of going rapidly to the light and rotating around the light. When the agent is near the light (at 7000 time units) it is forced to rotate clockwise around its axis for 1000 time units after which control is returned back to the actor-critic. The original strategy was never re-discovered.
3.2 Multiple Actor Critic with Replication

Figure 5 shows a full run with the copying algorithm turned on, without noise in the copying operation, and with resetting of eligibilities. There is no improvement compared to the best runs with the single actor-critic controller. However, as shown in Figure 6, the major improvement obtained from allowing copying of AC controllers is noticed after the same externally imposed perturbation that was given in Figure 4 is applied. Rather than experiencing catastrophic forgetting, a retrieval of AC controllers rapidly regenerates the previously learned strategy. 
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Figure 2. A 35-hour experiment with a single actor-critic controller was successful. (Top) Actor and critic weights. (Middle) Reward (green), Prediction (blue), TD-error (red), and Fitness (right). (Bottom Left) Active actor. (Bottom Right) |TD-error|
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Figure 3. Single actor-critic controllars undertake hill-climbing and can get stuck at local optima, for example at 4000 t.u. the robot got stuck in a corner and could not escape. 
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Figure 4. At 7000 t.u. the agent was forced (by external intervention) to rotate clockwise for 1000 t.u, after which its adaptive strategy was lost and never recovered. 
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Figure 5. Multiple AC controller without replication noise + no copying of eligibility traces. Performance is comparable to the best performance with a single AC controller. 

4. CONCLUSIONS

This work sets the foundations for a full robotic implementation of neuronal natural selection as proposed by the neuronal replicator hypothesis [6]. The method of neuronal topology copying by spike-time dependent plasticity (STDP) is ideal for copying an actor and critic weight matrix. If there is noise in the copying operation (an inevitability in any real system) then there will be variation. If this variation is heritable then evolution by natural selection can take place in the brain between actor-critic controllers competing for control of the agent.
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Figure 6. At 10000 t.u. the agent was forced (by external intervention) to rotate clockwise for 1000 t.u, after which its adaptive strategy was rediscovered by retrieval of controllers. Comparison with Figure 4 reveals a substantially better recovery from perturbation. 
Other work has combined evolution with reinforcement learning. For example [23] used natural selection to optimize parameters for RL controllers. However, we have concentrated on defining a possible pre-adaptation for replication, the capacity to solve the stability-plasticity dilemma. Aunger suggested that neuronal replication may first have arisen in order to preserve information against loss due to damage [24]. In addition, loss of function can arise due to plasticity and competing goals. We have shown that copying can prevent this loss of function. 

We proposed previously that a neuronal topology copying was ideally suited to play a role in the multiple trace theory of consolidation and reconsolidation. Multiple trace theory (MTT) proposed by Nadel and Moscovitch (1997) suggests that complex interactions between the hippocampus and the neocortex including the prefrontal cortex are involved in consolidation and recall of memories [25]. Nadel et al (2000) have explicitly proposed that memory traces “decay (i.e. disappear) and can replicate”, in a model that explains some properties of the loss of memory as a function of lesion size [26]. However, there is no description of the internal structure or dynamics of a memory trace. This paper proposes that one useful kind of trace would be an actor-critic controller. 

Further work is to add mutation to the copying operation and study the capacity of such systems to optimize actor-critics as well as preserve memory. 
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