A typical ANN unit

Constant ‘bias’
e.g. 1.0

From other units,
or network inputs

By varying the weight on the bias input, the activation function f is
effectively offset to give a ‘variable threshold.’

Backprop example: NETtalk

Maths can prove that a net with sigmoid functions
and at least one hidden layer can effectively imple-
ment any input = output mapping you could want.
Backprop doesn’t always work, but has been hugely
successful in enabling such nets to learn the required
mapping from examples, in a wide range of applica-
tions.

Eg. NETtalk (Sejnowski & Rosenberg, 1986) was a
single layer backprop network that was taught to read.
Its input was a window 7-characters wide which moved
through the text, and the output was the phoneme
(speech-sound) corresponding to the correct pronunci-
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Figure 3 Learning curves for phonemes and stresses during tes
training on the 1024 word corpus of continuous informal speech. bl .
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units, the input units were directly connected to the output units.
Both the percent correct best guesses and perfect matches are
shown.
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After a point, the network continues to improve on sty
the training set, but generalisation performance gets |

Original Learning

worse.

Percent Correct

Common strategies:
e ‘Barly stopping’ , eg. by periodically testing on a ]
‘validation set’ to spot the point of best generalisation.

e Limit network complexity: should be able to capture e Dot s
the general pattern, not ‘memorige’ the training data. 1o the wes. he st o e oy e om0

passes though the corpus of continuous informal speech. The
Y weights were then damaged by adding a random component to
cach weight uniformly distributed on the interval [ —d,d], where d
is the amount of damage plotted on the abscissa. The performance
shown is the average of at least two disrupted networks for cach
value of d. For d = 1.2, 22 distupted networks were tested to
obtain a standard deviation of 6%, The average absolute value
of the weights in the network was |w| = 0.77 and the standard
deviation was o = 1.2, as indicated by the arrows. The best guesses
X are the training samples were more resistant to damage than the perfect matches. There
: was little degradation of the best guesses until d = 0.5, and the
is the general pattern falloff with increasing damage was gentle. (b) Retraining of a
,,,,,,, is the overfitted approximation damaged network compared with the original lcarning curve

starting from the same level of performance. The network was

damaged with d = 1.2 and was retrained using the same corpus
and learning parameters that were used to train it. There is a rapid
recovery phase during the first pass through the network followed
X by a slower healing process similar in time course o the later
stages of the original training. These two phases can be accounted
for by the shape of the error metric in weight space, which
typically has deep ravines (15).
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Fig. 2.9. The tonotopic map (of cat)

Example: Kohonen’s Self-organising
‘Topology-preserving’ feature-maps

A topological map preserves the neighbourhood rela-
tionships betwwen things (what’s next to what), even
if the distances between them change.

See diagrams for the details.

All units in the sheet receive coherent inputs: they
all come from the same events, and the events can be
ordered in some way. In ANNs, often the units receive
tdentical inputs.

The ‘Mexican Hat’ pattern of lateral interaction has
the emergent effect that for a given input, only a small
patch of neurons on the sheet are active. (NB. this
interaction could be via diffuse transmitters, not only
by synaptic connections.) This is a sort of competitive
or ‘winner-takes all’ mechanism.

Learning rule: The weights of the units most strongly
active adapt so that those units will respond more
strongly to the current input in future. (Similar to
Hebbian learning.)

110 KOHONEN SELF-ORGANISING NETWORKS
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input nodes

Figure 5.1 A Kohonen feature map. Note that there is only one layer of
neurons and all inputs are connected to all nodes.
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Fig.7. a Lateral interaction around an arbitrary point of excitation,
as a function of distance. Positive value: excitation. Negative value:
inhibition. b i ion of lateral ivity which
may implement the function shown at a. Open (small) circle:
excitatory synapse. Solid circle: inhibitory synapse. Dotted line:
polysynaptic connection. The variables ¢; and 7, see simulations

Computational implementation

e Rather than implement lateral interactions, we just
select the unit responding most strongly to the input,
then define the active patch to be a neighbourhood of
units around this ‘winning’ unit.

e For a given input, the winning unit is simply the
one with its weight vector closest to the input vector.
(Usually the Euclidean distance measure is used.)

e This means that for the learning rule, to make a
unit ¢ in the active patch respond more strongly to
the current input, we just change the weight vector of
that unit, wj;, to be a little closer to the input vector
Z: something like W¥ = ﬂ)’fld + aZ followed by a
normalisation to stop the weights getting bigger and
bigger.

e We do various tricks like shrinking the size of the
neighbourhood defining the active patch as time goes
on, to help things stabilise nicely. . .
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Fig. 3.4. Reference vectors during the ordering process, square array. The numbers
at lower right-hand corner indicate learning cycles

‘Mesh’ diagrams

In the input space, for each unit draw a point at the
input for which it responds most strongly. Then for
each pair of units that are adjacent to each other in the

neural sheet, join their corresponding points together
with a straight line segment.

Above, we use this to make a ‘movie’ representing
the learning of the network, starting out with all of
the weights in a random small clump in the centre of
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