Artificial Neural Networks.

are used as biological and psychological models of
the central nervous system, but mainly developed as
machine-learning systems for engineering.

Basic idea: The desired behaviour arises out of a
network of relatively simple components called ‘units’,
‘nodes’ or ‘neurons.’

WARNING! ANNs are often maths in disguise:
these lectures and the recommended reading are un-
usual for their lack of equations.

The architecture of the ANN defines what the units
do, and the pattern of possible connections between
them (the net’s topology).

Often, the topology defines a feed-forward network,
where signals are passed between layers of units, start-
ing from the input and finishing at the output.

If the units are reactive, then so is a fixed feed-
forward network of them: for a given input, it always
gives exactly the same output, irrespective of the his-
tory of past inputs. It implements a static input =
output mapping: learning changes the network over
time to give the particular mapping we want.

A typical ANN unit

tput

From other units,
network inputs,
or constants.

f is the ‘activation’, ‘squashing’ or ‘transfer’ function:
output

A linear activation function

7 isn't much use.
a

A 'step function’ or ‘threshold’
nonlinearity

L A ‘ramp’ or ‘limiting’
nonlinearity
a

output

: A smooth ‘sigmoid’
nonlinearity
a

N

— 3 >
® = o ol g )
N v oo
\lcocnﬁff g
N &N o8
- = [= N
>0 I35 3 o \
o ® =T = =
28585 | | | | o
20g="~
X >2 ¢ g
= =20
5S5<os
S8 0% g
®@s5c 37
e = (=]

(1eA®| yons auo uey} 810W 89 P|NOD BI8Y})
19fe| ,uappiy, e :| Jahe]

2
-
g2
=9
IS
< v o
@ =3
= °
o o olB
o 2 8 <
| @ =) o |®
o
—
[]
=

Recurrent Networks

have feedback loops in them, so can generate be-
haviour over time. They are not reactive: the output
is determined by the history of past inputs, not just
by the current input. Even for a constant input, the
output may vary over time, as signals circulate round
the loops.

Learning techniques are only known for very restrictec
classes of recurrent networks. (The one above was de-
signed through artificial evolution — later in course.)

Today we’ll concentrate on feedforward ANNs as thes
are the most widely used. A robot controlled by a
feed-forward ANN can still behave over time, because
there is feedback through the environment (via the
sensors and motors) from the outputs to the inputs of

the ANN.




Historical Beginnings

Following early work in psychology (James, 1890),
theory of computation (McCulloch & Pitts, 1943; Tur-
ing 1936), neuroscience (Hebb, 1949) and others, the
first useful working ‘neurocomputer’ was made by Fran}
Rosenblatt in 1957.

In its simplest form, this ‘Perceptron’ was basically
a single layer of units having threshold nonlinearities.
(This was actually followed by a ‘winner takes all’ type
layer to give a single unambiguous output). The inputs
to each unit came from parts of an array of 20 x 20
photo-sensors.

This machine was built in the pre-transistor electron-
ics of the day, and was able to recognise letters of the
alphabet: see photos.

This is one of the main uses of ANNs: categori-
sation. The network takes any given input (here, a
20 x 20 image) and indicates which of several cate-
gories (here, letters of the alphabet) it belongs to.

Fi
1
Fig. 1.3. » The Mark [ Perceptron image input system being adjusted by Charles Wight- se
man, Mark | Perceptron project engineer. A printed character was mounted on the board
and illuminated with four floodlights. The image of the character was focused on a 20
x 20 array of CdS photoconductors — which then provided 400 pixel values for use as ue
inputs 10 the neural network (which then attempted to classify the figure into one of M/ m
classes — “A”. “B". etc.). Photo courtesy of Arvin Calspan Advanced Technology Center. lf;
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Fig. 1.4. « Frank Rosenblatt (the inventor of the perceptron and designer of the Mark
I Perceptron neurocomputer) with the 400 pixel (20 « 20) Mark | Perceptron image
ight- sensor. Photo courtesy of Arvin Calspan Advanced Technology Center
“oard
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Fig. 1.5. » Charles Wightman holding a subrack of 8 motor/potentiometer pairs. Each

: Fig. 16,

motor) potentiometer pair functioned as a single adaptive weight value. The perceptron Iy, 16,

learning law was implemented in analog circuits that (when properly wired ‘hmus",‘:e out ased
| § - N f each potentiometer (the

patchboard shown in Figure 1.6) would control the motor of cach p computer

resistance of which functioned to implement one weight). Photo courtesy of Arvin Calspan

Advanced Technology Center.
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airs. Each

serceptron Fig. 1.6. » The Mark I Perceptron patchboard. The connection patterns were typically
rough the “random”, 50 as to illustrate the ability of the perceptron to learn the desired pattern with-
meter (the out need for precise wiring (in contrast to the precise wiring required in a programmed
vin Calspan computer). Photo courtesy of Arvin Calspan Advanced Technology Center.

Learning

The weights of the inputs to the Perceptron’s units
weren’t ‘hard-wired’ by hand to the correct values. In-
stead, starting from an initial set of random weights,
they were adapted by a learning rule which gradually
improved the net’s performance as it was exposed to
different inputs during a training phase.

3 main classes of learning:

e Supervised Learning: during training, the net is
‘told” what the ideal correct output should be for
each input pattern.

o Reinforcement Learning: instead of being told the
correct output for each training input, the net only
receives a single score from time to time, which indi-
cates how well it has been doing during the training
inputs since the last reinforcement signal.

e Self-organisation: The network isn’t told how well
it’s doing, but the learning rule is designed to allow
the net to find patterns or statistical regularities in
the sequence of training inputs.

ANNs are also called ‘Connectionist’ networks,
because of the central role played by the weights.




Gradient Descent Leaning

Aim: to move down the error surface in the direction
of steepest descent.

To save us having to think about each input z ...z,
and each weight wq...wy separately, we can write

T w1

. T . w
them as vectors F = | 2| and @ = | 2
Tn, Wy,

If §'is a vector pointing in the steepest direction down
the error surface, we would like to keep adjusting the
weights like this: wWpeyw = Wyiq + a8
where « is the learning rate which governs how far we
move each time.

But we don’t have a picture for the error surface
— all we have is a training set of examples of (input,
desired-output) pairs. So how can we find the direction
of steepest slope 57

Widrow & Hoff (1959) proved that if we wish to min-
imise the mean squared error, then as long as « is small
enough, the following is an adequate approximation:

For each training example (over and over again), af-
ter the k" training case adjust the weights by
W1 = Wy + adpTy
where 6}, is just the error (desired output - actual outpu
for example k.

NB: We don’t have to apply our whole training set to
get a good estimate of § before we adjust the weights:
as long as the size of the change (goverened by «) is
small enough, we can just make a small adjustment for
each new training case we see.

This Widrow/Hoff learning law, LMS learning law,
or ‘delta rule’ is the basis of a lot of the more advanced
methods. The learning mechanism built into the hard-
ware of Rosenblatt’s (earlier) perceptron is basically a
simple case of the delta rule.

Problems with the single-layer Perceptron

Many results about the computational capabilities
of different kinds of ANNs have been mathematically
proven.

Most notorious was Minsky & Papert (1969): a sin-
gle perceptron unit can only perform perfect categori-
sation if the two categories of inputs are linearly sepa-
rable. Eg. for a perceptron unit with only two inputs,
11 and 79:

i, OK i, NotOK

In the second case, two linear decision surfaces would
be needed to separate the categories. A classic example
of this is the parity or exclusive-OR. problem.

At the time, Minsky & Papert’s proof, combined
with technological limitations (no computers!) burst a
bubble of hype that had grown around ANNs.










