Heteroscedasticity

Introduction

We now start to relax some of the classical assumptions.  We look now at assumption A2 and relax this.  Recall:

A2.
E(uu’) = 2 I.

This is a matrix with  2 on the diagonals, zeroes everywhere else.  We can relax this in two ways

1.
have non-constant values on the diagonal

2.
have non-zero elements off the diagonal

1. leads to the problem of heteroscedasticity, 2. leads to autocorrelation (next lecture).

Heteroscedasticity 

The variance of the error term now varies across observations.  It may increase with one X variable, with time, or in some more complex way.  (NB: we still assume independence of the errors).  Heteroscedasticity often occurs in cross-section data when there is a wide range to the X variables, e.g. holiday expenditure and income.  It probably rises with income but also becomes more variable.  It can also arise when using grouped data, when each observation is an average for a group and the groups are of different sizes.

We now assume

V(b) = 2  
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and in general 12  22 etc.  

The picture below illustrates heteroscedastic errors where the error variance is proportional to x2 (the residuals are graphed against x).  N.B.  Don’t edit the picture (it messes it up!!!)
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Consequences of heteroscedasticity 

There are:


OLS estimates of are still unbiased and consistent, but are inefficient (not BLUE) and are not even asymptotically efficient.  


estimate of the error variance is biased, invalidating inference.

Lack of bias is easy to show.  Earler we found, in deviation form:

E(b) =  + E(xu)/x2) )

The last term is still zero even if the variance of u changes.  We still have no correlation between x and  u (E(xu) = 0).  Hence OLS still unbiased.

Inefficiency is harder to demonstrate, so we argue intuitively.  OLS gives equal weight to all observations.  If we know which of them have associated error terms with higher variance, it would be better to give less weight to them.  Hence OLS is inefficient.

Testing for the presence of heteroscedasticity 

There are a number of tests.  One informal test is simply to graph the errors against x and see if the variance appears constant or not.  This leads to the ...

Goldfeld-Quandt test

This is only applicable if you think heteroscedasticity is related to only one of the x variables, say x1.  The procedure is (where 2 increases with x1):


order your observations in increasing order of x1
 n/3 observations

omit the central r 

run a regression on the first n1 = (n-r)/2 obs, obtaining RSS1

run a regression on the last n2 = (n-r)/2 obs, obtaining RSS2.


the test statistic for H0: 1222n2 is F = RSS2/RSS1 ~ Fc1,c2 where ci = (ni - r - 2k)/2.

Using the imports (63-97) data, reordering on gdp and estimating on the first 12 and last 12 observations (omitting central 11) we obtain RSS1 = 51.75, RSS2 = 176.96 and hence an F ratio of 3.42.  This is marginally greater than the critical value of F9,9 = 3.18, so there is some evidence of heteroscedasticity.  (pt rather than pt-1 used as regressor because the observations have been re-ordered...)

This method is a bit restrictive, since you have to know which is x1.  Many other tests use a version of running a regression of e2 on x12, x22, etc.  This is a more general procedure, relating the residuals to any of the explanatory variables.  In particular we have:

White's test

We assume that V(ui) =  2 + (E(Yi))2
i.e. the variance of u depends upon the expected value of Y (and hence on at least one of the x variables).  Hence

V(ui) = 2 + (1 + 2 x2 + ... + k xk)2
If  = 0 then we have homoscedasticity, otherwise heteroscedasticity.  Hence we regress e2 on x22, x32, etc and x2 x3, x3 x4, etc (ie all the cross-products).  From this auxiliary regression we obtain nR2 ~ 2(k-1) as an LM statistic.

For example, after running our standard regression, we regress the squared residuals on the original explanatory variables, plus their squares and the cross-product:


. regress r2 l.price lp2 gdp gdp2 xproduct if e(sample)

      Source |       SS       df       MS              Number of obs =      32

-------------+------------------------------           F(  5,    26) =    0.39

       Model |  924.085628     5  184.817126           Prob > F      =  0.8505

    Residual |  12293.3498    26  472.821144           R-squared     =  0.0699

-------------+------------------------------           Adj R-squared = -0.1089

       Total |  13217.4354    31  426.368883           Root MSE      =  21.744

------------------------------------------------------------------------------

r2           |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

price        |

          L1 |    16.0868   13.26034     1.21   0.236    -11.17022    43.34383

lp2          |   -.060838   .0455151    -1.34   0.193    -.1543956    .0327196

gdp          |   6.658353   7.646692     0.87   0.392    -9.059648    22.37635

gdp2         |  -.0106446    .018269    -0.58   0.565     -.048197    .0269079

xproduct     |  -.0551806   .0600375    -0.92   0.366    -.1785893    .0682282

_cons        |  -993.2533   893.5257    -1.11   0.276    -2829.922    843.4151

------------------------------------------------------------------------------
nR2 = 32 ( 0.0699 = 2.24 ~ 2(5), which is not significant.

STATA can calculate this test automatically after the original regression, using the imtest command: 


. imtest, white

White's test for Ho: homoskedasticity

         against Ha: unrestricted heteroskedasticity

         chi2(5)      =      2.24

         Prob > chi2  =    0.8154

Cameron & Trivedi's decomposition of IM-test

---------------------------------------------------

              Source |       chi2     df      p

---------------------+-----------------------------

  Heteroskedasticity |       2.24      5    0.8154

            Skewness |       0.75      2    0.6862

            Kurtosis |       0.78      1    0.3768

---------------------+-----------------------------

               Total |       3.77      8    0.8771

---------------------------------------------------
(The IM-test is an information matrix test, and the first test figure (2.24) is very similar to White’s test.)

A slightly simpler version of the test uses 
[image: image3.wmf]y

ˆ

 instead of all the explanatory variables.  In other words the auxiliary regression is:

e2 = a + b
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and the test is b = 0.  This gives similar results. 

Breusch-Pagan test

The B-P test is similar to White’s test in that the residuals from the original regression are related to the explanatory variables.  However, the dependent variable for the auxiliary regression is defined as ei2/(e’e/n) and the explanatory variables are as in the original regression.  This is included in STATA:


. hettest

Breusch-Pagan / Cook-Weisberg test for heteroskedasticity 

         Ho: Constant variance

         Variables: fitted values of imports

         chi2(1)      =     0.02

         Prob > chi2  =   0.8876

There is evidence that the B-P test is sensitive to the Normality of the data and may not be valid if this assumption is violated.  

Other tests (for reference, not covered in lecture)

Glesjer test
 Likelihood ratio test

See e.g. Maddala’s text for these.

Estimation when heteroscedasticity is present

There are a number of ways of solving the heteroscedasticity problem.  We illustrate the use of generalised least squares (GLS).  OLS assumes E(uu’) = 2 I, a very restricted form of the error structure.  GLS allows the assumption that E(uu’) = 2 , where  is any n ( n matrix.   By taking account of  GLS estimates give us BLUEs.

There are two (equivalent) ways of obtaining GLS estimates:

1. use a different formula from OLS

2. transform the data and use OLS on the transformed data.

Generalised least squares (GLS)

We wish to show that to obtain efficient estimates we need to use the GLS estimator 
b* = (X' -1  X)-1 X' -1 y.

Let y = X + u with E(uu’) = 2 e.g. of : i on diagonal, zeroes elsewhere.

Let PP’ = .  


(P always exists if  is symmetric and positive-definite).

Hence P-1  P’-1 = I

(easy to show)

and P-1 ’ P-1 = -1 

(NOTE prime)

Now premultiply the original model by P-1:

P-1 y = P-1 X + P-1 u  y* = X* + u*

where y* = P-1 y, etc.

Note now that E(u*u*’) = E(P-1 u u’ P-1 ’)



= P-1 E(uu’) P-1 ’



= P-1 2  P-1 ’



= 2 I

So the starred model satisfies the classical assumptions about u and we could apply OLS to obtain BLUEs.

We have b* = (X*’X*)-1 X*’y*


= (X’ P-1 ’ P-1 X)-1 X’ P-1 ' P-1 y


= (X' -1  X)-1 X' -1  y

Note that -1 = matrix with 1/i on diagonal.

V(b*) = 2 (X*’ X*)-1 

= 2 (X’ -1 X)-1
and our estimate of 2 is e’ -1 e/(n-k)

These are the GLS formulae and differ from OLS (which is a special case  = I).  If we knew we could use the GLS formulae to find BLUEs.  Alternatively, from  we could find P-1, transform the data and use OLS to find BLUEs.

So, how do we find P-1?  We have to assume something, giving us feasible GLS.  Suppose a graph suggests that 2  x22, i.e. E(ui2) = 2 x2i2.

Hence  = 
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Hence P-1 = 
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and so P-1 y = [y1/x21  y2 /x22 ... yn /x2n ]’

Similarly, all the explanatory variables are divided by x2.  Hence instead of estimating

y = 1 + 2 x2 + ... + kxk + u

we estimate (by OLS)

y/x2 = 1 /x2 + 2 + 3 x3 /x2  + ... + ​k xk /x2  + u/x2
i.e. we deflate all variables by x2.  Note that V(u/x2) = V(u)/x22 = 2 x2/x2 = 2. 

Note that the constant in this new regression is the slope on x2 in the original, etc.  

Another example

If 2  x2.
 x2 (not squared, note) then you should deflate all variables by 
EXERCISE:  What is the relationship between the coefficients of the original and transformed equation in this case?

White’s heteroscedasticity consistent standard errors (HCSE’s)

Since it is only the standard errors rather than the coefficients themselves which are biased (and inconsistent), another approach is to find alternative estimates of the standard errors.  White suggests replacing i2 = 2 with i2 = ei2, the appropriate OLS residual.  This is implemented in STATA using the ‘robust’ option.  For example, the standard variance-covariance matrix is
. regress imports l.price gdp if tin(1963,1984)

. regress imports l.price gdp if tin(1963,1995)

      Source |       SS       df       MS              Number of obs =      32

-------------+------------------------------           F(  2,    29) = 1602.71

       Model |  59477.8796     2  29738.9398           Prob > F      =  0.0000

    Residual |  538.107292    29  18.5554239           R-squared     =  0.9910

-------------+------------------------------           Adj R-squared =  0.9904

       Total |  60015.9869    31  1935.99958           Root MSE      =  4.3076

------------------------------------------------------------------------------

imports      |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

price        |

          L1 |  -.4315204   .0715831    -6.03   0.000    -.5779244   -.2851164

gdp          |   2.065621   .0419762    49.21   0.000      1.97977    2.151472

_cons        |  -64.99839   8.685764    -7.48   0.000    -82.76277   -47.23401

------------------------------------------------------------------------------

. vce

             |        L.                  

             |    price      gdp    _cons

-------------+---------------------------

price        |

          L1 |  .005124

gdp          |  .001199  .001762

_cons        | -.550744 -.281255  75.4425

White’s HCSE v-c matrix is:

. regress imports l.price gdp if tin(1963,1995),robust

Regression with robust standard errors                 Number of obs =      32

                                                       F(  2,    29) = 1621.30

                                                       Prob > F      =  0.0000

                                                       R-squared     =  0.9910

                                                       Root MSE      =  4.3076

------------------------------------------------------------------------------

             |               Robust

imports      |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

price        |

          L1 |  -.4315204   .0599344    -7.20   0.000    -.5540999   -.3089409

gdp          |   2.065621   .0411763    50.17   0.000     1.981406    2.149836

_cons        |  -64.99839   7.684846    -8.46   0.000    -80.71566   -49.28111

------------------------------------------------------------------------------

. vce

             |        L.                  

             |    price      gdp    _cons

-------------+---------------------------

price        |

          L1 |  .003592

gdp          |  .000884  .001695

_cons        | -.393162 -.247811  59.0569

In this case the adjustment makes little difference.

Practical advice

Although we have given a reasonably formal treatment, the practical solution is often somewhat ad hoc.  The problem often arises because the scale of a variable varies enormously within the sample.  For example, US population is much greater than that of Honduras.  If the error variance were related to population in some way then heteroscedasticity would be a serious problem.  Estimating the equation in per capita terms would improve matters.  US GDP for example is much greater than that of Honduras, but GDP per head is not so different in scale.  This is reasonably intuitive and also good econometric practice.  Variables which differ dramatically in scale can also cause rounding errors, even for computers, so it makes sense to ensure all variables are of similar size (it’s OK if some are ten times larger than others, but if some are 10,000 larger than others you might have problems).

Taking logs is another way in which heteroscedasticity can be removed, since this transformation reduces the variation in the variables.  These simple, practical measures will probably cure most heteroscedasticity problems.
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